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Abstract 
Deep learning is a fast-growing field with many use cases and applications. However, the 
real-world engineering applications of deep neural networks(DNN) have been limited 
due to the increased computational costs associated with these networks. It is important 
to accelerate their hardware implementation to enable widespread integration in smart 
embedded systems. In this paper, we aim to extend and train a neural network and 
implement a hardware accelerator on the PYNQ-Z1 platform by using the FINN 
framework. We also cover essential theoretical background and different existing FPGA-
based machine learning accelerator designs but focus on the PYNQ platform.  
Evaluation focused on model performance and inference time of the accelerator is 
shared in the last. 
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1. Introduction 

Machine learning is a very interesting and current topic.FPGAs are well suited to perform machine 
learning with high computing power. One of the keys to implementing a deep learning algorithm on 
PYNQ-z1 is not just focusing on deep learning algorithms, but it also brings about exciting aspects 
of Field FPGA hardware that provide a significant increase in inference performance. The 
heterogeneous nature of a PSoC characterized by the coexistence of both software executed on the 
general-purpose processor(GPP) and hardware implemented on the reconfigurable logic elements can 
be found in Xilinx devices[1]-[2]. The Python for ZYNQ (PYNQ) Framework from Xilinx comes in 
and allows developers to work with higher-level languages such as Python while accessing 
programmable logic overlays to perform deep learning acceleration[3]. 

Our paper is organized as followed: we start in section II with an overview of important concepts and 
terms in deep learning and FPGA. Next, section III continues with the design flow of the FINN 
framework[4]-[5] followed by section IV with a focus on training neural networks on the FASHION-
MNIST dataset and implementing them on the PYNQ-Z1 board. We evaluate the accuracy of our 
deep learning model and performance of the accelerator in section V and section VI concludes the 
paper. 

2. Key Concepts and Terminology 

2.1 Neural Networks 

A very popular and successful machine learning algorithm is neural networks that are based on 
neurons. Neural networks resemble the structure of a biological neuron cell. A single neuron has 
several inputs 𝑥 , 𝑥 , 𝑥 , … and a bias 𝑥  that typically is set to 0. Inputs are multiplied with weights 
Θ and added together. The result of the addition is given to the activation function that can activate 
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the neuron output ℎ(𝑥)[6]. In this case, the activation function is the sigmoid function as shown in 
Eq.4. 

 

𝑋 = [𝑥 𝑥 𝑥 𝑥  ] (1) 

 

Θ = [Θ Θ Θ Θ  ] (2) 

 
𝑍 = Θ 𝑋 (3) 

 

ℎ(𝑥) =
1

1 + 𝑒
(4) 

 

Several neurons are combined in a neuron network layer. A deep neural network is made up of 
multiple layers. Each layer receives input from the previous layer, performs an operation on the input, 
and passes the output to the next layer. In between layers, there is typically an activation function 
(like 𝑅𝑒𝐿𝑢, 𝑡𝑎𝑛ℎ )layers that apply a function to introduce nonlinearity. 

For image processing, normally several stages are used that combine convolution and pooling. 
Convolution enables the neuron network to evaluate a region of the image, and pooling means 
subsampling the values by selecting a certain region and building the average or the maximum inside 
the region. Development of such algorithms is usually done with a framework, for example, 
TensorFlow, Theano and others.Computing efforts of the neural networks might be high in different 
stages of development. In the training stage, the optimization needs high computing power to 
determine the network parameters Θ. High computing effort is also required in the deployment stage 
when input signals have a high data rate which is often the case for real-time image processing. 

2.2 Field Programmable Gate Array 

Field programmable gate array(FPGA) is one of the reconfigurable technologies. FPGAs are a 
particular family of integrated circuits intended for custom hardware implementation with the key 
property of being configured after having been manufactured for an infinite number of times. 
Reconfigurable computing has combined the advantages of both sharing commodities economic for 
production among different applications and providing unique functions designed in integrated 
circuits. A comparison among characteristics of three different architectures, GPP, FPGAs and ASIC, 
is shown in the following graph. 

 

 
Figure 1. Characteristics of different architectures 
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FPGAs are gathering an increasing interest from both the scientific and the industrial world. A 
comprehensive framework that can guide designers through the whole implementation process would 
be strongly useful. Fortunately, the company effort of Xilinx has increased productivity. The folks 
from Xilinx have made available the public release of their next-generation design environment, the 
Vivado Design Suite which made High-Level Synthesis(HLS) possible[11]. HLS can be seen as an 
automated process to translate the desired behaviour from an algorithmic description to a digital 
hardware implementation. Next, we will review some of the key terms used in FPGA design flows. 

A core is a specific representation of a functionality. It is possible to have a core described in VHDL, 
C or an intermediate representation such as a data flow graph. Once a core has been defined, it is 
ready to be integrated into a system. Nevertheless, a core cannot perform great computing 
functionalities useless the system can provide it with data and read back its results. 

An intellectual property core (IP Core) is a core described using a hardware description 
language(HDL) combined with its communication infrastructures, such as a bus interface, a point-to-
point connection or a network-on-chip. Furthermore, an IP-CORE that can be plugged and/or 
unplugged at runtime in an already working architecture is called a reconfigurable function unit.  

Configurable Bitstream can be defined as the sequence of bits used to configure a reconfigurable 
region(a portion of the device area that is used to implement reconfigurable function units) that is 
stored in the configuration memory. 

2.3 Circuit Architecture and FPGA Implementation of Neural Networks 

The structure of a simple neuron having the functions shown in Eq.1 to Eq.4 can be translated into 
hardware as shown in figure 2. The advantage of the hardware implementation is the ability to achieve 
high-performance computing by using pipeline stages. 

 

 
Figure 2. Hardware implementation of a neuron 

 

When the FPGA is paired with a general-purpose processor, like the PYNQ-Z1 board combining an 
FPGA with a dual-core ARM Cortex-A9, the most computational demanding section of the software, 
for example, the network inference, can be translated into hardware cores that accelerate programme 
execution, especially when software sections executed serially on the GPP can be translated into 
hardware that can exploit the parallelism of the algorithm. 
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Figure 3. Hardware implementation using pipeline stages 

3. FINN Framework 

For high-level design, a framework is a good choice to use. However, the classic design methodology 
of FPGAs starting by partitioning a system into hardware and software has encountered drawbacks 
of high cost and difficulty of design. Hardware-software co-design[8] is a research area that highlights 
a unified view of hardware and software providing a great improvement in system design and 
implementation. 

Within the context of deep learning, we found two development frameworks of FPGA 
implementation of DL algorithms that are compatible with the PYNQ platform and are easy to use. 
One is the HLS4ML framework[9] which is still in development till the year 2022. Its flexibility and 
high extensibility are exciting. The second one is the FINN framework chosen for our design for its 
stability. 

FINN is a framework from the Xilinx research lab to explore deep neural networks on FPGAs.[5] It 
combines binarized neural networks[7] that have one or two bits weights or activation and dataflow 
style architecture to generate high throughput and low latency FPGA accelerators that perform 
inference in a streaming fashion.FINN provides an end-to-end tool flow to train and deploy neural 
networks. The key steps of the flow can be seen in figure 4. 

 



International Core Journal of Engineering Volume 8 Issue 6, 2022
ISSN: 2414-1895 DOI: 10.6919/ICJE.202206_8(6).0068

 

518 

 
Figure 4. Design flow of FINN framework 

4. Training and Implementing Deep Neural Networks using FINN Framework 

PYNQ is a Linux-based operating system that provides a Python framework to integrate FPGA IP-
based solutions. We will use the Xilinx BNN-PYNQ repository[10] based on the FINN framework 
to train and run the network on the PYNQ-Z1 board. We will train the 4-layer fully connected network 
presented in the FINN paper that has also been released on the repository on the FASHION-MNIST 
dataset.  

The overall process is split into four parts as summarized as follows: 

1) Define the neural network architecture and training for the specific FASHION-MNIST dataset; 

2) Weight&Threshold packing; 

3) High-level synthesis using Vivado; 

4) PYNQ integration. 

4.1 Define and Train the Neural Network 

The Xilinx BNN-PYNQ repository on Github provides libraries based on binarynet that is compatible 
with the Theano framework. The library can be used to train binarized fully connected networks(FC) 
or convolutional neural networks(CNN) that can be later deployed on the FPGA device, namely, the 
PYNQ-Z1 board.  

The 4-layer fully connected network architecture is defined in BNN-PYNQ>bnn>src>training 
lfc.py.To train this network on the FASHION-MNIST dataset, an adaption of BNN-PYNQ> bnn> 
src>training mnist.py is created, called train_fashion_mnist.py.This script will allow us to instantiate 
and train the network on the FASHION-MNIST dataset. The network is trained on 50000 images and 
will be tested on 10000 images. 
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Figure 5. 4-layer fully connected network topology 

4.2 Weight&Threshold Packing 

Once the training has been completed, the saved network will be converted to binary weights which 
is the format the overlay requires using the fashino_mnist_gen_binary_weights.py script. 

4.3 High-level Synthesis using Vivado 

The goal of this process is to run synthesis to generate the bitstream or PYNQ overlay for the target 
device. The PYNQ overlay is a class of programmable logic design having a Python interface and is 
highly optimized for a specific task.[12]We will use the PYNQ overlay as the inference accelerator. 
To achieve this goal, we performed the high-level synthesis using Vivado HLS(version 2019.3) on 
the Ubuntu (version 18.04) operating system. The hardware design rebuild is based on the BNN-
PYNQ repository[10]and the bitstream of the overlay is generated successfully. 

4.4  PYNQ Integration 

To integrate the neural network and have the PYNQ-Z1 perform inference, the bnn package needs to 
be installed on the PYNQ-Z1 first and then have the helper library in the bnn folder compiled to get 
the python wrapper. This allows us to call the python APIs provided by bnn to perform inference of 
our neural network. 

5. Evaluation 

We evaluate the deployment of deep learning algorithms on the PYNQ-Z1 in terms of accuracy on 
the test set, inference time of one image and classification rate for batched images. The evaluation is 
carried out respectively for the two dual ARM Cortex-A9 cores and FPGA on the PYNQ-Z1 board. 
In other words, the evaluation gives a performance comparison of software and hardware 
implementations. The result is summarized in Table1. It is obvious that the hardware implementation 
achieved greater than 1000x speedup for the software one. 

 

Table 1. Summary of evaluation 
 Accuracy Inference time per image Classification rate per second 

ARM Cortex-A9 88% 52349.30μsec 19.10 

FPGA 88% 6.29μsec 144526.27 

6. Conclusion 

Implementing the deep learning algorithms for image classification on FPGAs with the FINN 
framework has been proposed by Xilinx in 2016 and this work demonstrates their promise for high-
performance implementation. It is particularly well-suited for the PYNQ-Z1 board as the PYNQ 
platform allows us to work with Python while accessing the programmable logic overlays to perform 
acceleration. 

The end-to-end development flow of FINN enables us to have a system-level view of both software 
and hardware design while hiding the complexities of placement, routing and bitstream generation 
from the user. Future work will focus on adding high-performance convolutions and attention 
mechanisms to the current model. Finally, Finn-R has been proposed recently as the second 
generation of FINN which is a more versatile framework allowing us to explore and design novel 
solutions for the embedded system by taking advantage of FPGAs. 
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