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Abstract 
Smart contracts are computing transaction programs running on the block-chain 
platform automatically, with Turing-completeness and immutability. The practice of 
smart contracts has brought great convenience to modern transactions and computing. 
However, the security problems have attracted the attention of researchers due to 
enormous financial losses caused by vulnerabilities in smart contracts. The existing 
tools increase the probability of exploring a common set of vulnerabilities using various 
static and dynamic methods, but they may rely on manually-defined rules. Thus they 
possess weak robustness due to the biased rules. In this work, we propose a vulnerability 
prediction approach based on machine learning, called SmartPredictor, which predicts 
five different types of vulnerabilities in smart contracts with explainable machine 
learning models. By learning the characteristics of vulnerable contracts according to 
features extracted from source codes and opcodes, SmartPredictor can effectively 
identify vulnerable functions with the well-trained XGBoost classifier instead of 
predefined rules. We compare SmartPredictor with three state-of-the-art tools on the 
dataset composed of 100 smart contract files. The evaluation results show that 
SmartPredictor performs better than the three baseline methods in terms of 
effectiveness in predicting smart contracts vulnerabilities. Furthermore, our approach 
is shown to outperform the vulnerability prediction methods based on machine learning, 
which improves an average of 11.05% and 8.09% on evaluation metric accuracy and F1-
Measure respectively, and reduces 63.64% on prediction time on average. 
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1. Introduction 

Recent years have witnessed a increasingly development in block-chain technology, especially as the 
block-chain platforms have found their way into constructing a secure and trustworthy transaction 
system. Based on these platforms, smart contracts are automatically executed programs, which 
permits the transparent and credible transactions to be conducted through permanent rules and scripts. 

Although the security and convenience brought by smart contracts are appreciated, security attacks 
introduced by them are on the rise due to the contracts design issues, logic vulnerabilities of 
programming languages or defects in the underlying execution engine [1]. Moreover, the property of 
immutability (i.e., once a contract has been deployed, it cannot be changed) makes the security of 
smart contracts to be vital importance in block-chain software life-cycle. Due to the overlook of 
vulnerability risks, previous attacks (e.g., the DAO attack [2] and the Parity wallet [3]) led to financial 
losses of millions of dollars. 
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Current tools for exposing vulnerabilities of smart contracts can divided into two main types: static 
analysis approaches(e.g., [4, 5, 6, 7, 8]) revolving around symbolic and program analysis techniques, 
along with dynamic execution approaches(e.g., [9, 10]) based on fuzzing and run-time monitoring 
techniques. Through reproduction and examination of existing tools, we find that the detection rules 
of smart contract vulnerabilities inside existing tools are usually predefined by developers. For one 
thing, the manually-defined rules are probably biased and error-prone due to the incomplete 
consideration for complex patterns, which will lead to incorrect detection results. For another, the 
rough dependence on fixed rules makes it difficult for existing tools to detect novel emerging 
vulnerabilities, which has difficulty in adapting to the rapid development of smart contracts. Although 
the machine learning method GNN-Tool [11] uses graph neural networks for smart contract 
vulnerability prediction instead of predefined rules, it is unable to explain how the prediction result 
are obtained. 

In this work, we propose an automatic approach based on explainable machine learning techniques. 
To train a robust model, the extensive training set is labeled by three state-of-the-art tools(i.e., Slither 
[5], Securify [6] and Solhint [7])). Besides, we propose a two-phase feature extraction. In the first 
phase, we obtain fixed-length dimension numerical vectors, which contain the syntax and semantic 
information of the contract code by word embedding techniques. In the second phase, the extracted 
features are analyzed. The features are combination of source code and opcodes, which are 
representative for each vulnerability. To classify vulnerable samples from benign ones, we design 
four features to capture the remarkable properties of smart contracts that probably contain 
vulnerabilities, i.e., high complexity, external calls, capacity of transferring Ether and checking the 
balance. To identify unique characteristics relevant to a certain vulnerability type, we propose nine 
features to discriminate the specific types of vulnerabilities. After the above preprocessing, the 
training set is converted into vectors and the additional features, which are essential to train the 
explainable XGBoost classifier in our approach. 

Compared to the same machine learning based method [11], the testing results on the 100 smart 
contract files collected from famous repositories demonstrate that SmartPredictor not only extends 
the granularity of prediction from the contract to the function, but also achieves 8.09% improvement 
on F1 metric and uses 63.64% less prediction time. Compared to the state-of-the-art static analyzers 
Slither, Securify and Solhint, SmartPredictor outperforms them comprehensively in terms of accuracy 
on vulnerability prediction and can be scalable to support detection on new types of vulnerabilities.  

Our contributions can be summarized as follows:  

Approach. We propose a machine learning approach for smart contract vulnerability prediction with 
the XGBoost classifier and predictive features. Our approach extends the generalizability of detector 
without being limited by the predefined rules in existing tools of smart contracts. 

Benchmark. We construct a large-scale benchmark containing almost 4K real-world Ethereum smart 
contract files, which gain vulnerable and benign labels from the combination of the voting results 
from three state-of-the-art tools and manual verification. Compare with the existing benchmark, our 
benchmark is more representative since it expands the data scale ten times and contains smart 
contracts executed in real world. 

Evaluation. We implement our approach in a complete toolset SmartPredictor and evaluate it using 
100 smart contract files from well-known repositories. According to the comparative studies on other 
machine learning based methods of smart contract vulnerability prediction, SmartPredictor 
outpreforms by 11.55% and 8.09% on accuracy and F1 metric respectively while keeping a high 
prediction efficiency. 

2. Preliminary and Motivation 

In this section, we provide the correlative preliminary knowledge, including commonplace types of 
vulnerabilities of smart contracts and the selection criteria of the state-of-the-art methods for labeling 
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the samples. Furthermore, we analyze the limitations of the existing smart contract tools in predicting 
vulnerabilities via a motivation example collected from real-world cases. 

2.1 Security Vulnerabilities in Smart Contracts 

Security Vulnerabilities in smart contracts may be exploited by miners or users to launch attacks and 
obtain financial benefits, which will lead to a series of security issues [12]. In this subsection, we 
discuss the following several security vulnerabilities which provide the possibility for malicious 
miners or users to steal cryptocurrencies such as Ether in Ethereum. 

Reentrancy Vulnerability. Reentrancy is the most notorious vulnerabilities in smart contracts. 
Reentrancy occurs when the external caller is allowed to invoke the callee contract by a new call 
before the accomplishment of the previous execution and withdraw more than its initial deposit to the 
contract. The fallback mechanism of Solidity provides the feasibility of Reentrancy exploitation of 
stealing Ether or using up Gas if the contract misapplies the function call.value(amount)(). 

Delegatecall Vulnerability. The Delegatecall Vulnerability was first discovered in the Parity wallet 
[3]. Due to the existence of the dangerous EVM opcode DELEGATECALL, the callee contract’s 
bytecode is directely embedded in the caller contract, that is the callee has the privilege to execute in 
the context of the caller. Under this circumstance, the latter’s state variables can be modified or 
manipulated if the former is a malicious attacker. 

Tx.origin Vulnerability. The tx.origin is a global variable in Solidity, which always returns the 
original address that initials the transaction [6]. When contracts using tx.origin rather than msg.sender 
to authenticate permissions of callers, this vulnerability may be induced, such as the most common 
vulnerable identity check require(tx.origin == owner). The original intention of this statement is to 
verify whether the caller is the owner of the contract. However, due to tx.origin always referring to 
the original address, the intermediate caller can pass the identity check with no difficulty by posing 
as the owner and perform a series of exploitable operations to steal money from the contract. 

Timestamp Vulnerability. Ethereum supplies a series of APIs for obtaining information related to 
block, and block.timestamp is one of them. Considering the influence and manipulation of miners on 
block information, the fairness of operation will be affected to a certain extent. Especially when some 
critical operations or randomness generation depend on the value of block.timestamp, malicious 
miners can slightly change its value by virtue of their inherent advantages to provide convenience for 
attackers. 

Unhandled Exceptions Vulnerability. The low-level methods in Solidity (e.g., send, call, delegatecall 
and callcode) return a Boolean value of False to report the failure status to the caller contract instead 
of throwing an exception to revert the transaction. If the caller contract fail to capture and check this 
return value, it may incur code logic error, because the contract will proceed to execute in the error 
state without interruptions. 

2.2 Tool Selection Criteria 

Compare with static analysis tools, dynamic execution approaches explore possible paths to expose 
vulnerabilities via actually executing contracts, which is undoubtedly a time consuming process. In 
addition, the high accuracy rate of dynamic tools comes at the expense of leaving out massive 
vulnerabilities since they hardly cover total paths. Static tools detect vulnerabilities as much as 
possible by comparison. Although there exists several false positive cases, we can avoid this 
drawbacks through voting mechanism, namely a vulnerability is recognized based on the detection 
results of most tools. Therefore, static analysis tools are more appropriate for the labeling work. 

To select proper smart contract automatic analysis tools, we refer to the correlative researches [13, 
14], on which we design the following four criteria to determine the most suitable tools to label 
vulnerabilities among total 32 types of state-of-the-art tools. 

Criterion 1: The tool has the capability of identifying vulnerabilities in smart contracts. 

Criterion 2: The tool is publicly available and provides a command-line interface. 
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Criterion 3: The input format of the tool supports Solidity source code, and no additional test suites 
or extra information are required. 

Criterion 4: The tool is under maintenance and supportive of detecting new emerging vulnerabilities. 
Specifically, the new version has been released over the past two years. 

The ultimate investigation results of the 32 start-of-the-art static tools are shown in Table 1, and we 
list the specific circumstances why each tool do not meet the requirements there. Finally, we select 
three tools (i.e., Slither [5], Securify [6] and Solhint [7]), which are most suitable for our work to 
accomplish the labeling work. 

 

Table 1. Classification of tools based on given criteria 

Selection Criteria Tool Name 

Tools Violate the 
Vulnerabilities Detection 

Criteria 

ContractLarva[31], E-EVM[32], Erays[33], Ethersplay[34], 
FsolidM[35], KEVM[36], Octopus[37], Porosity[38], Rattle[39], 

Solgraph[40], SolMet[41] 

Tools Violate the Public 
Available Criteria 

EherTrust[42], Ether*[43], Gasper[44], Remix[45], SASC[46], 
sCompile[47], Zeus[48], VerX[49] 

Tools Violate the Source 
Code Support Criteria 

MadMax[50], teEther[51], Vandal[52] 

Tools Violate the Regular 
Mantainence Criteria 

Clairvoyance[8], EthIR[53], HoneyBadger[54], MAIAN[55], Osiris[56], 
Oyente[4], SmartCheck[57] 

Tools Comform with the 
above 4 Criteria 

Securify, Slither, Solhint 

2.3 Limitations and Motivations 

The chosen static analysis tools Slither, Securify and Solhint claim to expose the five vulnerabilities 
in our work. Pre-defined rules in these tools are generally formulated by researchers in accordance 
with the characteristics of common vulnerabilities, which provide guidance for the detection. For 
example, the three tools have similar rules for detecting the reentrancy vulnerability. Securify and 
Solhint consider write after call as the essential condition for reentrancy, thus they check whether 
there are changes in the global variable values after external call. Similarly, Slither identifies the 
external call for payment functions between two operations with data dependency, including write-
after-read and write-twice. 

These manual rules illustrate the common patterns for the reentrancy vulnerability, which have been 
proven to be effective in some simple cases. However, due to the broad and imprecise settings of 
conditions for vulnerabilities, the manual-defined detection rules result in many false positives for 
the cases of complex logic. Figure 1 demonstrates the simplified version of a real-world smart contract, 
which is mistaken alarmed by all three tools. The function executeTransaction() sends Ether to the 
target address via Line 15. According to the previous rules of static tools, this function appears to 
vulnerable for reentrancy, but multiple programming skills have been adopted to prevent the 
reentrancy vulnerability here, as summarized in [8]. For instance, Line 12 provides several self-
defined modifiers for protection, among which ownerExists is served for checking the invoker of this 
function before the payment and notExecuted add an execution lock to prevent the recursive entrance 
of the function. The former ensures that the identity of the initiator of the transaction satisfies certain 
conditions and the latter eliminates the reentry issue from root. With the multi-protection, the 
execution of this function is free from reentrancy attack. Based on this, we observe that the manual-
defined detection rules are too simple and coarse-grained to distinguish benign contracts with 
vulnerable ones. Although the method based on machine learning [11] correctly identify this example, 
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it uses the graph neural networks with poor explanation, which can not explain the reason for the final 
conclusion. 

 
1    contract MultiSigWallet { 

2        mapping ( address => bool ) public isOwner ; 

3        mapping ( uint => Transaction ) public transactions ; 

4        modifier ownerExists ( address owner ) { 

5            require ( isOwner [ owner ]); 

6            _; } 

7        modifier notExecuted ( uint transactionId ) { 

8            require (! transactions [ transactionId ]. executed ); 

9            _; } } 

10    contract MultiSigWalletWithDailyLimit is MultiSigWallet { 

11        function executeTransaction ( uint transactionId ) public 

12            ownerExists ( msg . sender ) notExecuted ( transactionId ) { 

13            txn . executed = true ; 

14            spentToday += txn . value ; 

15            if ( txn . destination . call . value ( txn . value )( txn . data )) 

16                Execution ( transactionId ); 

17            else { 

18                ExecutionFailure ( transactionId ); 

19                txn . executed = false ; 

20                spentToday -= txn . value ; 

21            } } } 

Figure 1. An example of protected call - an FP for Slither, Securify and Solhint 

3. Our Approach 

 
Figure 2. The overall architecture of SmartPredictor approach 

 

Approach Overview. The overall architecture of our approach SmartPredictor is composed of three 
phases, as depicted in Figure 2: (1) a data preparation phase, which labels vulnerable functions from 



International Core Journal of Engineering Volume 8 Issue 5, 2022
ISSN: 2414-1895 DOI: 10.6919/ICJE.202205_8(5).0078

 

611 

benign ones among the collected contracts based on state-of-the-art tools according to specific criteria, 
(2) a vector and feature extraction phase served to analyze and extract features of malicious code that 
are representative for each vulnerability type, and take them as the input of prediction model training, 
(3) investigating and determining basic models for vulnerability identification and prediction. In the 
rest of this section, we introduce the three phases in detail. 

3.1 Data Preparation 

Contrary with traditional C/C++ or Java programs, existing work [14] has shown that the domain of 
smart contract currently lacks large-scale standard benchmarks.To cope with this issue and ensure the 
trouble-free execution of the subsequent machine learning training phase, this data preparation phase 
accomplishes two main tasks, namely training set construction and vulnerability labeling. 

Training set construction. In order to possess a fairly representative acquaintance of the practice of 
vulnerablities in the real environment, we collect smart contracts from Ethereum blockchain to the 
best of our abilities. Specifically, we develop a crawler to retrieve the source code of contracts from 
Etherscan [15], the largest Ethereum block explorer on which Ethereum smart contracts are uniquely 
identified by the addresses. Therefore, we refer to the SQL query below to extract the addresses of 
all Ethereum contracts that assoicated with more than one transaction through Google BigQuery Open 
Dataset [16] before crawling. 

SELECT contracts . address , COUNT (1) AS tx_count; 

FROM ’bigquery - public - data . ethereum_blockchain . contracts’ AS contracts; 

JOIN ‘bigquery - public - data . ethereum_blockchain . transactions’ AS transactions ON 
( transactions . to_address = contracts .address ); 

GROUP BY contracts . address; 

HAVING tx_count > 1; 

ORDER BY tx_count DESC. 

The query on Google BigQuery Open Dataset obtain 1,511,925 different addresses in total. We then 
crawl 745,997 Solidity files of smart contracts whose source code are available from Etherscan API 
according to these addresses. Given the finding that 95% smart contracts are similar or even identical 
in Ethereum, we further filter the original data set to remove duplicates by adopting the method in 
[17], that is, if the MD5 check-sums of the two Solidity files are the same after removing all comments, 
line break and blank lines, we consider these two to be duplicates. After removing duplicates and 
filtering out contracts with inappropriate compiler versions, we add the remaining 40,376 files to the 
final training set. 

Vulnerability labeling. Through the previous step, we build a representative training set containing a 
huge number of real-world contracts with complex internal logic, but the types and locations of 
vulnerabilities in them are indefinite due to the lack of official labels. To accomplish vulnerability 
labeling authentically and eliminate bias as much as possible, we depend on the detection results of 
three top-ranked static analysis tools, namely Slither v0.8.1 [5], Securify v1.0/2.0 [6] and Solhint 
v3.3.6 [7]. If a function in the Solidity files gains at least two out of three votes of a certain type of 
vulnerabilities, we deem it vulnerable. Likewise, a function is labeled as benign function only if it is 
considered safe by more than two tools at the same time. Furthermore, we manually confirm all voting 
results and filtrate possible false alarms so as to further decrease the deviation caused by distinct 
detection rules of the three tools. In the end, we label the details of the types and locations of total 
five vulnerabilities in the whole training set. 

The description of the labeled training set is shown in Table 2, which including 272 reentrancy 
vulnerabilities, 832 delegatecall vulnerabilities, 191 tx.origin vulnerabilities, 17,608 timestamp 
vulnerabilities and 821 unhandled exceptions vulnerabilities in total. For all five types of 
vulnerabilities, the ratios of vulnerable samples to invulnerable ones are considerably imbalanced, 
even up to 1:1754. Class imbalance problem occurs where one of the two classes has more samples 
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than the other, which leads machine learning algorithms tend to focus on the majority samples and 
ignore or misclassify minority ones. The vulnerable samples SmartPredictor means to predict are in 
the minority class without exception. To solve the problems associated with class imbalance, we 
attempt various techniques, namely feature extraction, data processing and machine learning model 
selection.  

 

Table 2. The description of data set 

Type Vulnerable Invulnerable Total 

Reentrancy 272 68529 68801 

Delegatecall 832 382618 383450 

Tx.origin 191 334961 335152 

Timestamp 17608 304777 322385 

Unhandled Exceptions 821 333777 334598 

3.2 Details of Feature Extraction 

Ethereum smart contract is a Turing-complete program running on Ethereum blockchain, which is 
usually written in Solidity language and the compiled EVM bytecode is saved on the chain. Users 
send transactions to the Ethereum network to invoke contracts to complete predefined actions. A 
remarkable property of smart contracts is that they can transfer a cryptocurrency called Ether to users 
or other contracts [1]. 

To extract representative features that covers the above characteristics of Ethereum smart contract, 
we adopt three type of procedures, that is structural word embedding, common program analysis and 
specific vulnerability analysis. We first generate 20-dimensional vectors according to the 
characteristics of code and vulnerability patterns with the assistance of word embedding techniques, 
and then identify common and specific features of Solidity language and malicious code of different 
vulnerabilities respectively. 

3.2.1 Structural Word Embedding 

In this step, inspired by [18], we utilize word embedding techniques to automatically encode the code 
with syntax and semantic information into a fixed-length dimension numerical vectors, and take the 
vectors as the training corpus in the first stage. 

Opcode generation and normalization. To be more specific, the source code of collected training set 
is loaded and compiled by our built-in Solidity compiler, generating the function-level opcodes of 
smart contracts. We build our word embedding on opcodes because it retains the semantic information 
to the greatest extent. Then, the normalization process scans the opcode sequence to remove semantic-
irrelevant information such as constant operand. Meanwhile, The opcodes with the same effects but 
different operand lengths are normalized. For instance, there are 32 types of PUSH opcodes 
represented by PUSH1 - PUSH32 respectively, successively indicating that the values from 1 to 32 
bytes are pushed into the EVM stack. After normalization, these 32 opcodes are unified as PUSH. 
The normalization rules are described in Table 3. 

 

Table 3. The normalized rules 

Normalized Opcode  Original Opcodes 

PUSH PUSH1 - PUSH32 

DUP DUP1 - DUP16 

SWAP SWAP1 - SWAP16 

LOG LOG0 - LOG4 
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Code representation learning. Following that, the result sequence of the normalizer is then served as 
the training corpus of the code representation learning sub-model. In the model building and training 
process, we apply the embedding algorithm Word2Vec [19] to the function-level training corpus. 
Compared with other word embedding techniques, Word2Vec performs well enough in our tasks in 
terms of both performance and execution speed according to our experimental result. After that, each 
function-level code fragment in the corpus is embedded into a 20-dimensional vector. The Ethereum 
VM is a stack-based, big-endian VM with a word size of 256-bits and there are 145 types of opcodes 
at present. Since 80 types of opcodes retain after normalization, we set the vector dimensions size to 
one fourth of the remaining types, namely 20 dimensions, for reducing the impact of irrelevant 
opcodes with low frequency of use when generating word embeddings for the function code with 
reasonably good effectiveness. After the training and learning process, every function of a smart 
contract can be embedded into a 20-dimensional vector which are supposed to encode the code syntax 
and semantics. 

3.2.2 Common Program Analysis 
PUSH PUSH DUP DUP DUP MSTORE PUSH ADD SWAP DUP MSTORE PUSH ADD PUSH SHA3 SWAP POP DUP PUSH DUP 

PUSH JUMP JUMPDEST SWAP POP DUP DUP PUSH JUMPI POP PUSH DUP PUSH ADD DUP SLOAD PUSH DUP PUSH AND 

ISZERO PUSH MUL SUB AND PUSH SWAP DIV SWAP POP EQ DUP ISZERO PUSH JUMPI POP PUSH DUP PUSH ADD SLOAD 

PUSH JUMP JUMPDEST JUMPDEST JUMPDEST ISZERO PUSH JUMPI JUMPDEST PUSH DUP PUSH ADD PUSH PUSH EXP 

DUP SLOAD DUP PUSH MUL NOT AND SWAP DUP ISZERO ISZERO MUL OR SWAP SSTORE POP DUP ISZERO ISZERO PUSH 

JUMPI JUMPDEST DUP PUSH ADD SLOAD PUSH PUSH DUP DUP SLOAD ADD SWAP POP POP DUP SWAP SSTORE POP DUP 

ISZERO ISZERO PUSH JUMPI JUMPDEST DUP PUSH ADD PUSH SWAP SLOAD SWAP PUSH EXP SWAP DIV PUSH AND PUSH 

AND DUP PUSH ADD SLOAD DUP PUSH ADD PUSH MLOAD DUP DUP DUP SLOAD PUSH DUP PUSH AND ISZERO PUSH 

MUL SUB AND PUSH SWAP DIV DUP ISZERO PUSH JUMPI DUP PUSH LT PUSH JUMPI PUSH DUP DUP SLOAD DIV MUL DUP 

MSTORE SWAP PUSH ADD SWAP PUSH JUMP JUMPDEST DUP ADD SWAP SWAP PUSH MSTORE PUSH PUSH SHA3 SWAP 

JUMPDEST DUP SLOAD DUP MSTORE SWAP PUSH ADD SWAP PUSH ADD DUP DUP GT PUSH JUMPI DUP SWAP SUB PUSH 

AND DUP ADD SWAP JUMPDEST POP POP SWAP POP POP PUSH PUSH MLOAD DUP DUP SUB DUP DUP DUP GAS CALL 

SWAP POP POP POP ISZERO PUSH JUMPI PUSH JUMP JUMPDEST JUMPDEST DUP PUSH PUSH MLOAD PUSH MLOAD DUP 

SWAP SUB SWAP LOG DUP PUSH PUSH MLOAD PUSH MLOAD DUP SWAP SUB SWAP LOG PUSH DUP PUSH ADD PUSH 

PUSH EXP DUP SLOAD DUP PUSH MUL NOT AND SWAP DUP ISZERO ISZERO MUL OR SWAP SSTORE POP DUP ISZERO 

ISZERO PUSH JUMPI JUMPDEST DUP PUSH ADD SLOAD PUSH PUSH DUP DUP SLOAD SUB SWAP POP POP DUP SWAP 

SSTORE POP DUP ISZERO ISZERO PUSH JUMPI JUMPDEST DUP PUSH ADD PUSH SWAP SLOAD SWAP PUSH EXP SWAP 

DIV PUSH AND PUSH AND DUP PUSH ADD SLOAD DUP PUSH ADD PUSH MLOAD DUP DUP DUP SLOAD PUSH DUP PUSH 

AND ISZERO PUSH MUL SUB AND PUSH SWAP DIV DUP ISZERO PUSH JUMPI DUP PUSH LT PUSH JUMPI PUSH DUP DUP 

SLOAD DIV MUL DUP MSTORE SWAP PUSH ADD SWAP PUSH JUMP JUMPDEST DUP ADD SWAP SWAP PUSH MSTORE 

PUSH PUSH SHA3 SWAP JUMPDEST DUP SLOAD DUP MSTORE SWAP PUSH ADD SWAP PUSH ADD DUP DUP GT PUSH 

JUMPI DUP SWAP SUB PUSH AND DUP ADD SWAP JUMPDEST POP POP SWAP POP POP PUSH PUSH MLOAD DUP DUP 

SUB DUP DUP DUP GAS CALL SWAP POP POP POP ISZERO PUSH JUMPI PUSH JUMP JUMPDEST JUMPDEST DUP DUP 

PUSH JUMPI POP PUSH DUP PUSH ADD DUP SLOAD PUSH DUP PUSH AND ISZERO PUSH MUL SUB AND PUSH SWAP DIV 

SWAP POP EQ DUP ISZERO PUSH JUMPI POP PUSH DUP PUSH ADD SLOAD PUSH JUMP JUMPDEST JUMPDEST JUMPDEST 

ISZERO PUSH JUMPI JUMPDEST CALLER DUP CALLER DUP 

Figure 3. The normalized opcodes of the motivation example 

 

The high-dimension vectors embedded in the previous step alone has difficulty in training a high-
quality model for vulnerability prediction, because it only considers the opcode information of 
contracts. Therefore, we add 4 static features on the basis of the original 20 dimensional vectors to 
better capture the unique characteristics of Ethereum smart contracts, so as to tell difference between 
vulnerable functions and benign ones. 

average_method_complexity. The function of smart contracts with higher complexity usually have 
complicated business logic, which is likely to be obfuscated by manual-defined rules.We utilize the 
number of opcodes to represent the complexity of a function. For example, in the normalized opcodes 
of the motivation example in Figure 3, the complexity number is 497. 
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can_transfer_ether. Since malicious code usually aims to steal more Ether than it actually owns, 
functions that support transferring Ether tend to contain vulnerable code by comparison. We examine 
whether contains calls to functions that can actively transfer Ether outward, such as call.value(), send() 
and transfer(), and whether contains functions that passively transfer Ether due to self-destruction and 
other reasons. Then we check if there is enough Gas or permission to complete the above operations. 
Only when the two conditions satisfied at the same time, we label this feature as True, e.g., the 
motivation example possesses the ability to transfer Ether. 

has_balance_check. The value of this feature records the occurrence of checking balances of the 
accounts. Similar to bank deposits and withdrawals in reality, when the contract transfers Ether to 
users or other contracts, the balance of its corresponding account needs to change accordingly. The 
feature of the motivation example has a value of 0, as it takes the result of transferring Ether as a 
judgment condition and there is no need to alter balance when the transfer is unsuccessful. 

has_external_call. The external call in a function is critical because it invokes a function of another 
contract that may be controlled by an attacker whose behavior can be very dangerous [20]. Obviously, 
the line 15 in the motivation example is identified as an external call due to the invocation of the 
function call.value(). 

 

Table 4. Features associated with different vulnerabilities 

Type Features 

Reentrancy 
has_transfer  has_send  has_dangerous_call has_specific_modifier  

has_protection 

Delegatecall has_delegatecall 

Tx.origin has_origin 

Timestamp has_timestamp 

Unhandled 
Exceptions 

has_send  has_dangerous_call  have_ not_check 

3.2.3 Specific Vulnerability Analysis. 

The 4 static features extracted in the common program analysis do play a role in distinguishing 
vulnerable functions from benign functions, but they cannot discriminate the specific five types of 
vulnerabilities targeted in our work. According to the typical characteristics of the five vulnerabilities, 
we extract another 9 features directly related to vulnerabilities, and the corresponding situation are 
shown in Table 4. 

has_transfer, has_send and has_dangerous_call. Although the three functions( i.e., transfer(), send() 
and call.value()) in Solidity can transfer Ether to the designated address, they are significantly 
different in specific situation. On the one hand, transfer() and send() have a 2300 Gas limit that cannot 
adjustable, while call.value() does not have this limit, which provides enough Gas for reentrancy 
vulnerabilities. On the other hand, transfer() throws an exception on failure to interrupt the continuous 
execution of the program. However, send() and call.value() only return False without interrupting. If 
the failure is not handled in the contract, unhandled exceptions vulnerabilities will be generated. 
Therefore, we set different features for these three functions to explicitly distinguish different types 
of vulnerabilities. 

has_specific_modifier and has_protection. Given the findings that developers use possible 
programming skills to prevent reentrancy in real-world contracts [8], we adopt has_specific_modifier 
and has_protection to represent self-defined modifiers and execution locks in functions respectively 
to reduce false alarms. The former is used to identify whether there is a self-defined modifiers in the 
function to restrict that the transactions can only be executed by specific addresses, and the latter is 
used to identify whether the execution lock is set to prevent recursive entrance of the function. 
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has_delegatecall, has_origin and has_timestamp. These three features identify the key opcodes 
contained in the vulnerabilities. Specific speaking, feature has_delegatecall, feature has_origin and 
feature has_timestamp are corresponding to DELEGATECALL opcode in delegatecall vulnerability, 
ORIGIN opcode in tx.origin vulnerability and TIMESTAMP opcode in timestamp vulnerability 
respectively. 

have_not_check. If a callee yields an exception, it pushes 0 to the caller’s operand stack [4]. 
Meanwhile, if the caller takes measures to check the return value of the callee, the value will also be 
pushed to the operand stack. Thus we design this feature to identify if the ISZERO opcode is included 
in the same basic block after every low-level call, which checking the top value of the stack. If not, it 
indicates that the handling of failure is ignore, which will generate unhandled exception 
vulnerabilities. 

3.3 Basic Model Investigation 

In previous work [11], the vulnerability predictor bases on contract level, with rough granularity and 
poor explanation, so it is unmanageable to explore the actual principal of the final decisions. In this 
work, We have tried several machine learning models and select the most suitable one as the basic 
model of our approach SmartPredictor for vulnerability prediction, and set the detection range to 
function level, which is more fine-grained than previous tools. 

Since only a few contracts in our data set contain vulnerabilities, the phenomenon of class imbalance 
is very obvious, which brings huge challenges to train effective models for SmartPredictor due to 
tendency to pay attention to the benign majority samples. In order to reduce class imbalance, we 
remove duplicate data according to the combination of vectors and features. Although we remove the 
overall duplicates via the MD5 checksums of the contract source code when constructing the training 
set, vector embedding and feature extraction are on the function level, and functions with different 
source code can also be compiled into the same opcodes. Taking the timestamp vulnerability with the 
lowest class imbalance in Table 2 as an example, there are 262,852 data identical to others. After 
further processing of the duplicate training data, we reduce the overall data imbalance from 1:72 to 
1:24, namely 1:252 for reentrancy, 1:460 for delegatecall, 1:1,754 for tx.origin, 1:17 for timestamp 
and 1:407 for unhandled exceptions vulnerability. 

Taking the two characteristics of being suitable for imbalanced data and having high-quality 
explanation into account, we mainly select two kinds of machine learning models for experimental 
research: (1) two ensemble learning models: XGBT(XGBoost [21]) and EEC(EasyEnsemble [22]). 
SmartPredictor solves the problem of function level smart contract vulnerability prediction, which is 
a binary prediction task. XGBT can deal with this kind of task well by effectively searching the 
optimal segmentation. The EEC model has been proved to be able to deal with data sets with class 
imbalance [22].(2) Four classical machine learning models: DT(Decision Tree), KNN(K Nearest 
Neighbors [23]), LR(Logistic Regression [24]), NB(Naive Bayes[25]). These four models are widely 
adopted in the field of traditional software defect prediction and are often treated as basic classifiers 
for defect detection [26]. Therefore, they are also investigated as alternative models of SmartPredictor. 

In order to select the ultimate predictor with the best performance from the six candidate basic ML 
models for SmartPredictor, we designed the following experiments: the six models were carried out 
on 10-fold cross validation on the five training sets and repeated ten times. Then we can achieve 100 
groups of experimental results about the four metrics of ACC(Accuracy, the proportion of correctly 
predicted samples), P(Precision, the proportion of true positive samples in true positive and false 
positive samples), R(Recall, the proportion of true positive samples in true positive and false negative 

samples) and F1(F1-score, 
· ·

 ) on each training set. Finally, we took the average value of the 

results on the five groups of training sets and draw the boxplots as shown in Figure 4(a) to Figure 
4(d). 
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(a) ACC                                (b) P 

 
(c) R                                  (d) F1 

Figure 4. The boxplots of 10-fold cross validation results of six models on the 

training set 

 

Because the phenomenon of class imbalance of the five training set is still serious after remedy, the 
number of functions containing vulnerabilities is far less than the benign functions, and the six basic 
models can basically identify most benign functions. Thus, all of the six models performs well on the 
ACC metric. However, considering the four metrics as a whole, EEC model and XGBT model 
perform better than the other four models. Although the performance of EEC model is better than 
XGBT on R metric, XGBT model performs significantly better than EEC model in terms of the other 
three metrics. Because the goal of SmartPredictor is to ensure that the prediction results of candidate 
smart contracts are true positive samples and do not leave out vulnerabilities as much as possible, we 
prefer to consider the F1 metric in the evaluation, which is the harmonic average of P metric and R 
metric. Therefore we choose XGBT model as the final decision classifier of SmartPredictor due to 
the outstanding performance on F1 metric, which is 79.98%. 

4. Evaluation 

To test the effectiveness of SmartPredictor, we train XGBT model mentioned in previous section with 
the labeled training data set and evaluate the prediction results of the testing data set via controlled 
experiments. In addition, to further exhibit the practical functionality, we also set experiments to 
prove the importance of each extracted feature. 

4.1 Testing Data Set and Experiment Setup 

Controlled experiments are conducted on all the smart contract files definitely annotated by the well-
known Ethereum repositories including SmartBugs [27], Smart Contract Weakness Classification and 
Test Case Libraries [28] and Common Vulnerabilities and Exposures Library [29]. The testing data 
set consists of 100 Ethereum smart contract files with roughly 810 functions in total, comprised of 
688 benign samples and 122 vulnerable ones of 5 vulnerability types. Among these vulnerable 
functions, there are 32 reentrancy vulnerabilities, 5 delegatecall vulnerabilities, 3 tx.origin 
vulnerabilities, 9 timestamp vulnerabilities and 428 unhandled exceptions vulnerabilities respectively. 
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The experiments are conducted on a computer equipped with a 2.10GHz Intel Xeon Platinum 8160 
CPU, 376 memories and 2TB hard disk, running ubuntu 18.04.1 operating system. 

4.2 Evaluation of Vulnerability Prediction 

In this section, we evaluate our approach on the testing data set composed of hundreds of explicitly 
labeled smart contracts to compare the performance of SmartPredictor with the other five models(i.e., 
EEC, DT, KNN, LR and NB) and the state-of-the-art smart-contract vulnerability detectiom tools, 
namely one machine learning based tool(GNN-Tool [11]) and three static labeling tools(Slither [5], 
Securify [6], and Solhint [7]) used in this work, respectively. To avoid the randomness introduced in 
the experiments, we repeat the experiments three times on the same settings and take the average 
value to reduce the possible experimental errors. 

4.2.1 Performance of the Trained Models 

Figure 5 shows the performance of XGBT model adopted by SmartPredictor and the other five trained 
models on the testing set. To achieve the more convincing results, we select ACC, P, R and F1 as the 
evaluation metrics. Thus, Figure 5 demonstrates that the overall accuracy of the five models other 
than KNN model can reach above 96%, and KNN model can also achieve an overall accuracy nearly 
90%. However, the high overall accuracy is possibly dominated by the correct classification of the 
large number of benign samples in the testing set, which hardly testify the vulnerability prediction 
capacity of each model. Thus, we tend to observe the other three metrics to complete the evaluation 
of models. 

In Figure 5, although the ACC metric of XGBT model ranks second, only one thousandth lower than 
that of the top LR model, the R metric of XGBT model is approximately 13% higher than that of LR 
model. Meanwhile, EEC model and NB model possess the highest R metric and the almost the lowest 
P metric. Moreover, their advantages in R metric are not significantly superior to XGBT modelr’s 
leadership in P metric. Therefore, among six models of XGBT model, EEC model, DT model, KNN 
model, LR model and NB model, it is seen that XGBT model produces the highest F1 metric of 94.25% 
in each classification task of the whole testing set, which is the comprehensive consideration of P 
metric and R metric. It is clear that the performance of our approach SmartPredictor (the XGBT 
model) is the best as expected. 

 

 
Figure 5. Accuracy, precision, recall, F1 metrics comparison with five models on the testing set 
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4.2.2 Comparison with the Machine Learning based Tools 

To compare our approach with tools which are also based on machine learning techniques on 
vulnerability prediction tasks, we consider the research on graph neural networks for smart contract 
vulnerabilities [11]. According to the findings in this research, we construct contract graphs for the 
training set, and use the novel degree-free graph convolutional neural network and the temporal 
message propagation network proposed in the research to learn vulnerability prediction from the 
normalized graph after the elimination stage. The comparison results of the trained GNN-Tool and 
our approach SmartPredictor of reentrancy and timestamp vulnerabilities on the testing set are 
summarized in Table 5, since they jointly support the prediction of these two vulnerabilities. 

 

Table 5. Performance comparison with GNN-Tool in terms of accuracy, precision, recall, F1 
metrics and prediction time 

Types Metrics GNN-Tool SmartPredictor 

Reentrancy 

ACC(%) 86.94 96.98 

P(%) 77.04 100.00 

R(%) 87.61 81.25 

F1(%) 81.99 89.66 

Prediction Time(s) 325.10 123.19 

Timestamp 

ACC(%) 84.33 97.39 

P(%) 80.67 92.86 

R(%) 81.64 86.67 

F1(%) 81.15 89.66 

Prediction Time(s) 132.59 118.67 

 

Both GNN-Tool and SmartPredictor get rid of the restrictions of the fixed manually-defined rules, 
but SmartPredictor outperforms GNN-Tool by a large margin. Specifically, SmartPredictor’s ACC 
metric on reentrancy vulnerability and timestamp vulnerability are 96.98% and 97.39% respectively, 
which are over 10% higher than GNN-Tool. Meanwhile, the P metric of SmartPredictor on reentrancy 
vulnerability is 100% and that on timestamp vulnerability is 92.86%, both gaining a approximately 
12% improvement over GNN-tool. For timestamp vulnerability, the R metric of SmartPredictor is 
about 5% higher than that of GNN-Tool. Besides, SmartPredictor achieves better results than GNN-
tool in terms of F1 metric, which improves an average of 9% on both two vulnerailities. In the 
experiments, approximate 40 smart contract files containing 47 vulnerabilities are predicted by 
SmartPredictor and GNN-tool. According to the statistics, SmartPredictor spends about 4 seconds in 
predicting vulnerabilities on per contract, which is much faster than GNN-Tool since it takes about 
11 seconds to predict a contract file. As a consequence, SmarPredictor based on XGBT model 
performs advantageously on smart contract vulnerability prediction. 

4.2.3 Comparison with the State-of-the-art Tools. 

Then we conduct experiments in the aim to compare the performance of our approach SmartPredictor 
with state-of-the-arts, that is the three tools that label the training set. They are chosen mainly because 
they are static tools that are constantly updated recently and compatible with the types of 
vulnerabilities in our work. Checking the comparison results of the four approaches in Table 6 will 
provide more insightful observations. 

The statistics in Table 6 demonstrate that SmartPredictor are slightly superior to the state-of-the-arts 
on average performance. More specifically, although Securify is moderately better than 
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SmartPredictor in the metrics of ACC and R, its application has certain limitations. For instance, 
Securify v1.0 can identify few types of vulnerabilities which demand sufficient domain knowledge 
to expand novel rules for Securify. Moreover, the version of Solidity contracts supported by Securify 
v2.0 only range from 0.5.8 to 0.6.5, which sets up barriers for coping with higher version contracts. 
In contrast, our approach successfully avoid the above drawbacks by adopting machine learning 
techniques. That is to say, SmartPredictor directly converts the contract code into feature vectors 
without being limited to the Solidity version. Meanwhile, SmartPredictor provide scalable strategies 
for other types of vulnerabilities as long as there are appropriate training sets. Morover, Slither obtains 
a 48% F1 metric on timestamp vulnerability and Solhint achieves a 36.14% F1 metric on unhandled 
exceptions vulnerability, which is undoubtedly dominated by the inappropriate vulnerability 
prediction rules inside them. On average performance, SmartPredictor outperforms Slither and 
Solhint in terms of the overall four metrics, particularly rising the F1 metric of at least 7 percentage 
points, up to 94.25%. 

 

Table 6. Performance comparison with three state-of-the-art tools in terms of precision, recall, F1 
metrics. ’-’ denotes not applicable 

Types Metrics Slither Securify Solhint SmartPredictor 

Reentrancy 

ACC(%) 95.98 97.48 83.92 96.98 

P(%) 81.58 90.91 0.00 100.00 

R(%) 96.88 93.75 0.00 81.25 

F1(%) 88.57 92.31 0.00 89.66 

Delegatecall 

ACC(%) 100.00 - 100.00 100.00 

P(%) 100.00 - 100.00 100.00 

R(%) 100.00 - 100.00 100.00 

F1(%) 100.00 - 100.00 100.00 

Tx.origin 

ACC(%) 100.00 - 97.37 100.00 

P(%) 100.00 - 100.00 100.00 

R(%) 100.00 - 66.67 100.00 

F1(%) 100.00 - 80.00 100.00 

Timetamp 

ACC(%) 88.70 - 99.13 97.39 

P(%) 60.00 - 93.75 92.86 

R(%) 40.00 - 100.00 86.67 

F1(%) 48.00 - 96.77 89.66 

Unhandled Exceptions 

ACC(%) 99.07 99.07 87.62 97.66 

P(%) 100.00 100.00 93.75 100.00 

R(%) 94.03  94.03 22.39 85.07 

F1(%) 96.92 96.92 36.14 91.94 

Average 

ACC(%) 96.75  98.28  93.61  98.41  

P(%) 88.32  95.46  77.50  98.57  

R(%) 86.18  93.89  57.81  90.60  

F1(%) 86.70  94.62  62.58  94.25  
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4.3 Feature Importance 

We compute the correlation coefficient via Pearson correlation coefficient between the extracted 
features on each type of vulnerabilities and the label when given the training set. The Pearson 
correlation coefficient can be computed as follows. 

 

𝑟(𝑋, 𝑌) =  
( , )

[ ] ·  [ ]
                               (1) 

 

where X denotes one-dimensional vector of the specific feature, Y denotes another one-dimensional 
vector of the corresponding label, Cov(X, Y) means the covariance of X and Y, and Var denotes the 
variance of the vector. 

 

Table 7. Performance comparison with XGBT model without additional features in terms of 
accuracy, precision, recall and F1 metrics 

Types Metrics No additional features Have additonal Features 

Reentrancy 

ACC(%) 94.47 96.98 

P(%) 100.00 100.00 

R(%) 65.63 81.25 

F1(%) 79.25 89.66 

Delegatecall 

ACC(%) 90.00 100.00 

P(%) 100.00 100.00 

R(%) 40.00 100.00 

F1(%) 57.14 100.00 

Tx.origin 

ACC(%) 94.74 100.00 

P(%) 100.00 100.00 

R(%) 33.33 100.00 

F1(%) 50.00 100.00 

Timetamp 

ACC(%) 90.43 97.39 

P(%) 83.33 92.86 

R(%) 33.33 86.67 

F1(%) 47.62 89.66 

Unhandled Exceptions 

ACC(%) 96.03 97.66 

P(%) 100.00 100.00 

R(%) 74.63 85.07 

F1(%) 85.47 91.94 

 

According to the results of Pearson correlation coefficient, we find that delegatecall, tx.origin, 
timestamp and unhandled exceptions vulnerability prediction have some decisive features. 
Specifically speaking, the delegatecall vulnerability has a extremely strong correlation with the 
feature has_delegatecall, with the value of correlation coefficient of 0.9977, which is extraordinarily 
close to the maximum 1. Similarly, the correlation coefficient between the tx.origin vulnerability and 
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the feature has_origin along with that between the timestamp vulnerability and the feature 
has_timestamp are both almost 0.9, indicating that these features are play a decisive role in 
vulnerability prediction. Besides, the unhandled exceptions vulnerability is weakly correlated with 
feature has_send, has_dangerous_call and have_not_check, which means removing checked low-
level calls to eliminate false alarms. As for the reentrancy vulnerability, we fail to observe its decisive 
features in accordance with Pearson results, but there are some features are effective in most cases. 
For example, among the training set of reentrancy vulnerabilities, over 90% of vulnerable samples 
have both feature can_transfer_ether and has_external_call of 1. 

To further test the effectiveness of the extracted features, we evaluate the XGBT model on the same 
training set with and without additional features respectively, and the comparison results of their 
performance on the testing set are demonstrated in Table 7. we empirically find that adding features 
possess significant effects on improving the R metric of all five vulnerabilities, which prevents our 
approach from overlooking vulnerabilities as much as possible. Thus, the comprehensive F1 metric 
of P and R metrics are also been significantly improved. In addition, additional features improve the 
ACC and P metrics to a certain extent. 

4.4 Threats to Validity 

On the one hand, the training set obtains labels generated by three state-of-the-art tools: Slither, 
Securify and Solhint. The effectiveness of vulnerability prediction of SmartPredictor are directly 
affected by the authenticity of manual-defined rules in these tools. The continuous updating of these 
tools and our manual check ensure the correctness of labels to some extent. Therefore, we need to 
further investigate the smart contract approaches comprehensively to compare the effects of different 
labeling tools on the results. On the other hand, the parameter settings and evaluation metrics for 
machine learning models probably pose threats to the validity. When determining the final model of 
SmartPredictor, the parameter settings of all models follow the default settings in their framework of 
the current version. The four metrics ACC, P, R and F1 are traditional machine learning evaluation 
metrics, which are often used to demonstrate the effectiveness of the models. In the future work, we 
should conduct further experiments to determine the best performance one. Meanwhile, we also 
consider novel metrics such as effort-aware metric to implement evaluations from different 
perspectives. 

5. Related Work 

Smart Contract Vulnerability Detection. Researchers have proposed many approaches to analyze and 
detect vulnerabilities in smart contracts, including static analysis and dynamic execution tools. 
Current work mainly rely on predefined rules summarized from vulnerable patterns of smart contracts 
to report the hidden vulnerabilities. Static tools analyze the characteristics of the contract code instead 
of actually execution, such as the Slither framework proposed by Feist et al. [5], Securify proposed 
by Petar et.al [6], and the Solhint tool [7] published online. Dynamic tools expose vulnerabilities by 
running smart contract in the veritable circumstances. These existing work enhance our understanding 
of smart contracts and vulnerability detection. On this basis, our approach learns the detection 
experience from massive real-world smart contracts labeled by the above tools, so as to evade the 
limitations of the predefined security detection mode.  

Machine Learning. Existing work [30] uses predictive features of textual and structural information 
to detect and classify risky malware based on machine learning. Zhuang et al. [11] convert the target 
smart contracts into contract graphs, from which they utilize the graph neural networks to learn smart 
contract vulnerability detection. Inspired by the above work, we makes use of machine learning 
algorithms to train an effective detection approach to discriminate vulnerable contracts from benign 
ones and state the specific types of vulnerabilities. In addition, we also absorb experience of handling 
class-imbalance data in machine learning [22] to improve the effectiveness of models, since the 
constructed training set possesses the extremely unbalanced comparison between vulnerable samples 
and benign ones. 
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6. Conclusion 

In this paper, we propose SmartPredictor, an intelligent tool of smart contract vulnerability prediction 
tool based on machine learning techniques, which is trained by adopting the word embedding vectors 
generated from opcodes and several predictive features extracted according to the characteristics of 
smart contract vulnerabilities. We conduct empirical experiments on the training set contain about 
4K smart contract files and the testing set including 100 files. The statistical analyses for the 
experimental results demonstrate that compared with traditional vulnerability detection tools in smart 
contracts, SmartPredictor is more effective and scales to new emerging types of vulnerabilities more 
easily. Furthermore, SmartPredictor detects more vulnerabilities with less time consumption than the 
same machine learning based method. 
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