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Abstract 
With the rapid expansion of blockchain applications, smart contracts are gaining more 
and more popularity. But at the same time, security incidents induced by smart contracts 
are also dramatically increasing. For alleviating this situation, various safeguard tools 
have been put forward successively, especially those with the fuzzing test methods. 
However, it is worth noting that prevalent fuzzing tools cannot perform extensive tests 
on specific code fragments, such as patch testing or vulnerability verification. In order to 
remedy this defect, we propose a directed hybrid fuzzing tool, named Beak, which is 
established based on Slither and ConFuzzius. Beak focuses on testing particular 
suspicious code fragments, and equipped with fuzzing and symbolic execution 
techniques, it can uncover smart contract vulnerabilities speedily and dig out some 
complex vulnerabilities missed by conventional fuzzing tools. In our experiments, 
through extensive testing on 4,500 smart contracts, we find Beak can reveal 1,338 
vulnerabilities, which is more than Cofuzzius and other state-of-the-art tools. 
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1. Introduction 

Since Ethereum [1] platform was launched in 2015, smart contracts are widely used nowadays [2]. 
Implemented as a piece of software code and running on the blockchain infrastructure, smart contracts 
can promote multiple unfamiliar parties to accomplish transactions anonymously, autonomously and 
credibly. However, at the same time, security incidents incurred by smart contracts are continuously 
taking place [3], which largely infects its usability and reputation.  

The most well-known incident is the DAO attack which happened in 2016 and led to a $60 million 
loss [4]. And it is still in a situation of multiple occurrences in the last few years, such as the dForce 
incident that happened in 2020 and caused a $25 million loss [5], the ChainSwap attack that happened 
in 2021, which lost $8 million [6]. 

Considering the situation that smart contracts maintain digital assets on the blockchain, and the total 
asset value is rapidly increasing. Thus, It is urgently needed to furnish some methods to ensure the 
security of smart contracts. And because of the property that inability to modify smart contracts 
content once deployed on the blockchain. How to ensure smart contracts are vulnerability-free before 
deployment is critically essential. In recent years, researchers have proposed various approaches to 
address this challenge. These approaches draw lessons from the detection methods in traditional C 
and Java programs, can be generally classified into three types. 

The first type belongs to static program analysis [7–11]. By scanning the smart contract code, 
vulnerabilities can be reasoned out according to predefined rules. While it is prone to yield false 
positives and cannot provide genuine test cases for verification [12, 13]. The second type fits in 
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dynamic testing [14–19], which uses symbolic execution or fuzz testing techniques to complete code 
defects detection. However, some complex and deep vulnerabilities may be undiscovered and lead to 
false negatives [19]. The last type is named formal verification [20]. By abstracting the program as 
mathematical formulas, the security of programs can be completely guaranteed. However, lacking 
scalability and heightened economic costs make it rarely utilized in the real world. 

Furthermore, although there have been several practices on safeguarding smart contracts and 
proposed quite a few state-of-the-art tools with the technique in static program analysis or dynamic 
testing. But how to combine these techniques in different domains to further boost the detection 
process more rapidly and accurately is still rarely endeavored. With the observation in traditional C 
program testing methods in recent years, directed grey-box fuzzing (DGF) [21] is becoming a 
research hotspot. It combines static analysis outcomes to steer the fuzzer to focus on testing certain 
suspicious program fragments. This can bring two main benefits. One is to guide the fuzzer to dig out 
vulnerabilities concealed in the program more rapidly, and the other is to dig out some complex 
vulnerabilities which cannot be uncovered by common fuzzing methods [22, 23]. DGF is also 
particularly suitable for some scenarios, such as patch testing, vulnerability verification, and 
information flow detection. Since it was first proposed in 2017, it has attracted increasing attention 
from academia and industry [24, 25]. 

When applying DGF for smart contracts, we face the following three challenges. 1) extracting 
vulnerable execution paths, 2) prioritizing inputs, 3) state exploration. In terms of vulnerable 
execution paths extraction, it is observed that there are numerous possible execution paths in the 
control-flow graph (CFG) of one smart contract, while vulnerabilities only exist in a few of them, in 
order to save time and computing resources, filtering these suspicious paths for intensive fuzzing tests 
is very necessary. And during the fuzzing stage, we need to prioritize the input so that one input that 
potentially covers the vulnerable execution path can get more exercise chances instead of spending 
too many resources on irrelevant inputs. Finally, the state of contract considerably affects the testing 
findings. How to explore contract state space as much as possible is also an important issue to be 
handled. 

We solve these three challenges by referring to practices in the C and Java program, represented as 
follows. When extracting vulnerable paths, static program analysis techniques are adopted. Due to 
the character of the vulnerability in smart contracts, one vulnerability may be composed of a sequence 
of operations. And these operations are scattered over the execution paths on CFG. Referring to the 
approach in UAFL [24] and Vfuzz [26], we eventually use operation trace to steer the fuzzing test. 
As for prioritizing the inputs during the fuzzing test, we use the distance metric to sort inputs in the 
same way in AFLGo [21]. The distance calculation of each input primarily takes into account the 
coverage of the marked operation sequences. The reason why we need to explore contract states is 
that the same function call (transaction) to a smart contract may yield various outputs due to the 
contract states [27]. We propose to form a transactions sequence to address this challenge. In a 
transactions sequence, preceding transactions are mainly utilized to modify contract states and the 
last one is our targeted transaction. Meanwhile, for yielding high-quality transactions sequences, data-
flow analyses are imperatively employed. Furthermore, we also use symbolic execution, another 
efficient testing technology that is powerful complementary for fuzzing test [28], to improve the DGF 
performance in our work. 

We have implemented our approach, Beak, as a directed grey-box hybrid fuzzer toward smart 
contracts. We compare it to Confuzzius [17], a fuzzing engine we built Beak based on, and other 
state-of-the-art fuzzers, including Oyente [9], sFuzz [15] and ILF [19], in terms of vulnerability 
detection through 4,500 smart contracts. The results demonstrate that Beak can uncover 1,338 
vulnerabilities, which is the most in all tools and is 42.9% more than ConFuzzius. And at the same 
time, Beak can also gain high branch coverage, which is 80.0% on average and is much better than 
sFuzz, Oyente. In summary, we make the following contributions: 
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1) We design a fast and precise static analysis for capturing vulnerable paths in smart contracts, 
enabling us to exercise particular paths intensively. 

2) We implement a directed hybrid fuzzer for smart contracts that can cover marked paths in a targeted 
manner. 

3) We provide experimental evidence that our approach is more efficient and effective than the state-
of-the-art fuzzers in vulnerability detection. 

The remainder of the paper is organized as follows. Section 2 illustrates some required background 
knowledge. Section 3 depicts the challenges Beak tries to address. Section 4 presents the details of 
our proposed approach. Section 5 shows the implementation and evaluation results of Beak. Section 
6 reviews related works. Section 7 makes a conclusion for our work. 

2. Background 

This section briefly introduces the required background on Ethereum smart contracts and directed 
grey-box fuzzing. 

2.1 Ethereum Smart Contracts 

Smart Contracts. Ethereum has become a prevalent blockchain platform with half a million active 
players each day in 2021 [29]. And depending on the well-developed blockchain infrastructure, it is 
especially suited for developing decentralized applications. Smart contracts are applied to define the 
transaction rules for several participants on Ethereum. Nowadays, most smart contracts are 
implemented using the high-level programming language Solidity [30], which can be compiled into 
bytecode and executed in the Ethereum Virtual Machine (EVM). It is noteworthy that Solidity is an 
object-oriented programming language, and holds member variables and member functions. One 
smart contract can be invoked by external accounts via calling its public/external member functions. 

Transaction. In Ethereum, one function call to a smart contract account is also named one transaction. 
For the object-oriented program characteristic, transactions order plays a significant role in the 
execution outputs. Like the example in Figure 2, the 𝑒𝑥𝑐ℎ𝑎𝑛𝑔𝑒 (...) will always get stuck in Line 8 if 
the 𝑎𝑑𝑑 () is never been called. 

2.2 Directed Greybox Fuzzing 

Fuzzing. or fuzz testing, is an inexpensive and effective software testing technique. By automatically 
generating inputs and then feeding them to the program under test (PUT), it can reveal deep and 
intricate software bugs and assess the robustness of the PUT. For a grey-box fuzzer, the most critical 
evaluation indicator is code coverage gained during the whole fuzzing procedure [31]. It is based on 
the assumption that the more code fragments the fuzzer can cover the more code fragments the fuzzer 
can safeguard. However, it is not completely sensible to ultimately pursue code coverage. On the one 
hand, vulnerabilities only exist in certain program segments, and on the other hand, some particular 
complex condition branches in the program will cost a substantial amount of time and computing 
resources [28]. For this reason, the DGF technique has been proposed and is primarily used for testing 
specific code fragments, in the hope that making the fuzzer more efficient to reveal vulnerabilities in 
software. 

The main steps of DGF can be described as Algorithm 1, which takes as the input a set of initial inputs 
𝑺 and target locations 𝑻, outputs several inputs 𝑺𝒙 triggering the bugs in the PUT. In Algorithm 1, 
DGF first initials an inputs queue (Line 3), and then falls in a continuous loop to mutate and consume 
these inputs until a time budget is reached or the fuzzing is aborted. For every input 𝑠 chosen from 
inputs queue (Line 4), DGF determines the number 𝑝 (Line 5) and then generates 𝑝 new inputs by 
mutating 𝑠 (Line 7). 𝑠 ′ is then fed to the PUT, and according to the distance between its execution 
trace and target locations 𝑻, 𝑠 ′ is then inserted into the inputs queue (Line 10). Meanwhile, if the 
trace of 𝑠 ′ contains bugs, 𝑠 ′ will be added to 𝑆𝑥 (Line 12). 
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Figure 1. Directed grey-box fuzzing 

 

Notice that, in some practice, combining fuzzing with symbolic execution, several hybrid fuzzers 
have been put forward [17, 28]. Also for DGF tools, with the assistance of symbolic execution, there 
have been arising various directed hybrid fuzzing tools [32, 22]. 

3. Overview 

This section discusses three main challenges we aim to alleviate when applying DGF for smart 
contracts. 

3.1 Challenge #1: Extracting Vulnerable Paths 

The vulnerability in a smart contract may cross one or more program statements. Simultaneously, to 
dig out vulnerabilities concealed in smart contracts, approaches taken by detection tools are not 
precisely the same. As for static program analysis methods, various vulnerabilities commonly are 
diagnosed according to investigation on AST, CFG, or data flow information [7]. As for dynamic 
testing tools, they usually first define corresponding test oracles for given vulnerability types and then 
capture test oracles in the dynamic executing procedure [15, 16]. 

Although, static program analysis methods can report vulnerabilities immediately and straightforward 
(e.g. the buggy line in source code). However, They usually focus on vulnerability-related code 
fragments, and cannot provide genuine execution paths to cover these fragments at runtime. For 
example, in Figure 2, the Slither [7] tool denotes a dangerous delegatecall vulnerability in the function 
proxy(address acc) (see Line 26), an internal function. Just as we have observed, for reaching this 
program fragment, testing tools need to begin with the public function exchange(address acc, uint a, 
uint b) and get through condition checks scattered in 8,9,11,13 and 15 lines. In order to retrieve these 
genuine execution paths precisely and automatically, just focusing on the CFG in a single function is 
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far from adequate. Therefore, we apply the inter-procedural analysis to enhance the static program 
analysis procedure in Slither. Through building the interprocedural CFG (ICFG) for the whole smart 
contract, we can get all possible execution paths, especially those paths covering vulnerable 
statements and meanwhile beginning from the public/external functions. For example, for the contract 
in Figure 2, after completing the interprocedural analysis, and ICFG is brought out as Figure 3. 
Through the operation sequence 8->9->11->13->15->26, a dangerous delegatecall vulnerability can 
be discovered. Some vulnerability types may comprise multiple statements, and it is obvious that 
these vulnerable execution paths can also be brought out through pattern matching. The detailed 
method is described in Section 4.1.1. 

 

 
Figure 2. Example of a vulnerable smart contract. A dangerous delegatecall vulnerability is 

highlighted by red in Line26. 

 

 
Figure 3. The interprocedural control-flow graph of the example in Figure 2, where the vulnerable 

line is highlighted in red, the letter R denotes the revert operation. 
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3.2  Challenge #2: Prioritizing Inputs 

In the fuzzing test loop, picking which input for testing is a pivotal question to be addressed. Generally, 
selecting inputs covering new branches is largely preferred with the hope that to cover more new code 
fragments of the PUT. Such as the numerous AFL-based tools [31], also in sFuzz [15], Harvey [27] 
and Confucius [17]. In DFG, researchers tend to choose the inputs with a closer distance to the target 
locations. In AFLGo [21], two different kinds of distance are both taken into consideration, they are 
the function distance in call-graph and node distance in CFG of each function. And in UAFL [24], 
target sequences coverage is also adopted and plays a key role in prioritizing inputs. 

In our proposed tool, Beak, the distance indicator is also employed to assist inputs selection. However, 
because Solidity is unlike the C language, owns special longer integer types that usually contain 32 
bytes, covering a single branch like Line 11 in Figure 2 can be challenging enough for fuzzers. For 
example, when randomly generating the test case where 𝑎 == 1, it nearly cost the fuzzer 2256 trials. 
Referring to the practices in sFuzz and Harvey, we adopt the branch distance and node distance to 
evaluate inputs. 

As for the branch distance, we assume each branch is labeled with a 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛. Note that 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛 
can be 𝑎 == 𝑏, 𝑎 != 𝑏, 𝑎 >= 𝑏, 𝑎 > 𝑏, 𝑎 <= 𝑏, 𝑎 < 𝑏, 𝑎 or !𝑎. When a branch is undiscovered and 
waited to be explored during fuzzing test, its branch distance can be calculated as follows: 

 

                (1) 

 

The node distance is figured out based on the ICFG. For example, in Figure 3 the node distance 
between Line 8 and Line 26 is 5. Combining these two distance metrics, when fuzzer has gotten 
through line 8 and 9, fuzzer can find that inputs: (𝑎 = 1, 𝑏 = 1) < (𝑎 = 2, 𝑏 = 1) < (𝑎 = 2, 𝑏 = 3), so 
that the finer input can get more exercises preferentially. 

3.3 Challenge #3: State Space Exploration 

Due to the object-oriented property of Solidity languages, sampling a single function to be tested is 
not sufficient to trigger some complex vulnerabilities. As we observed in Figure 2, to get full tested 
for the function exchange(address acc, uint a, uint b) (Line 7), the add() (Line 3) function must be 
executed in advance. Therefore, it is necessary to consider the order of function calls, in other words, 
the order of transactions. 

The main reason why transaction orders cannot be neglected is that any modifications to the contract’s 
member variables will be persistently stored. Quite a few smart contracts fuzzer have made trials to 
deal with this problem. Harvey [27] employs the heuristics method when launching a transaction. Its 
method is to randomly pick other transactions before the target transaction. Mpro [33] uses static 
program analysis to generate transactions sequence. It firstly obtains all read or write opcodes to the 
contract member variables for every function. Then according to the Read After Write (RAW) 
function dependencies to form transactions sequence. However, Mpro does not employ 
interprocedural analysis, so the extra effects incurred by function calls will be ignored. ConFuzzius 
[17] proposes extracting runtime information to form a transaction sequence. It also applies RAW 
dependencies between transactions to form transaction sequences. But as it is fulfilled based on 
runtime information, as a result, all functions in smart contracts are needed to be extensively tested 
formerly. 

To reveal vulnerabilities speedily, and at the same time, lessen the testing resource wasted by 
unnecessary smart contract functions, Beak appends a special testing phase named State Space 
Exploration. Beak first focuses on testing a few functions containing the vulnerable code areas. These 
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functions are marked by static program analysis tools. And we also provide initial transaction 
sequences to invoke these functions. Note that for forming initial transaction sequences, we employ 
the RAW dependencies obtained from the interprocedural analysis to arrange transactions order. To 
Avoid the length of transaction sequence infinite extending, Beak will set a length limit for it. 

In the State Space Exploration phase, Beak tries to explore as many contract states as possible. Hence, 
in this phase, Beak will endeavor to execute all functions in the contract and enlarge the total code 
coverage. In the meantime, try to uncover vulnerabilities concealed in complex contract states. 

4. Directed Hybrid Fuzzing for Smart Contract 

In this section, We present the design and workflow of Beak, a directed hybrid fuzzer for smart 
contracts. Figure 4 provides a high-level overview of Beak’s architecture and depicts its workflow. It 
mainly has two components: the static analysis component and the fuzzing engine. A continually 
fuzzing loop will be started after having fulfilled the static analysis process. 

 

 
Figure 4. Overview of the Beak’s Framework 

 

The static analysis phase is mainly utilized to get the vulnerable paths, and the dynamic fuzzing test 
is applied to reveal the vulnerabilities concealed in these vulnerable paths. With the assistance of 
vulnerable paths parsed from static analysis, the fuzzer will pay most budget on special fragments, 
and as a result, dig out vulnerabilities more speedily and efficiently.  

For example, to discover the dangerous delegatecall vulnerability in Figure 2, Beak first identifies a 
vulnerable execution path (e.g. 8->9->11->13->15->26). And then during the fuzzing test, Beak will 
progressively try to cover this path and pay much test resources cost on it. 

We will describe our detailed design for the static analysis module in Section 4.1 and the fuzzing test 
method in Section 4.2. 

4.1 Static Analysis 

To steer the fuzzer to reach a specific program fragment, a preprocessing phase is indeed essential. 
This phase is implemented with the static program analysis technology and predominantly marks out 
vulnerable execution paths in ICFG. Given the fact that quite a few well-constructed static analysis 
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tools for smart contracts have been proposed. We determined to choose Slither [7] to carry out our 
static analysis process after deliberate comparisons. Finally, the static analysis module in Figure 4 
takes the smart contract source code as input, outputs vulnerable program paths in the ICFG, and 
constructs initial test cases for fuzzing tools. 

4.1.1 Extracting Vulnerable Paths 

When extracting vulnerable paths in ICFG, we must first get known with the test oracles for different 
vulnerability types, and then traverse the ICFG to search for such patterns. 

Test oracles definition. In previous work, the test oracles definition for various vulnerabilities in smart 
contracts has been widely proposed [15–17, 19]. And at the same time, many genuine examples are 
continuously presented, such as the Smart Contract Weakness Classification. In the practice of our 
work, we specifically focus on five kinds of vulnerabilities that are notorious in the real world and 
each of them may lead to massive damage, namely Reentrancy (RE), Block Dependency (BD), 
Unsafe Delegatecall (UD), Leaking Ether (LE) and Unprotected Selfdestruct (US). The test oracles 
for them can be concluded in Table 1.  

 

Table 1. Test Oracle Definitions of Different Vulnerability Types 

 
 

In Table 1, 𝑒𝑥𝑡𝑒𝑟𝑛𝐶𝑎𝑙𝑙 refers to the opcode that calls to the external contract function; (𝑐𝑎𝑙𝑙𝑉𝑎𝑙𝑢𝑒 > 
0) refers to the call opcode accompanied by the transfer operation and the amount value is greater 
than 0; 𝑤(𝑠𝑡𝑎𝑡𝑒) and 𝑤(𝑠𝑡𝑎𝑡𝑒) refer to the read/write opcode that will change the contract member 
variables; 𝑛𝑜𝐶ℎ𝑒𝑐𝑘 refers to lack of necessary checks before some dangerous opcodes; 
𝑏𝑙𝑜𝑐𝑘.𝑡𝑖𝑚𝑒𝑠𝑡𝑎𝑚𝑝, 𝑑𝑒𝑙𝑒𝑔𝑎𝑡𝑒𝑐𝑎𝑙𝑙, and 𝑠𝑒𝑙𝑓𝑑𝑒𝑠𝑡𝑟𝑢𝑐𝑡 are particular opcodes employed in smart 
contracts. 

Vulnerable Paths Collection. After elaborating the test oracles for different vulnerabilities, we utilize 
static program analysis to search particular patterns for reasoning out vulnerabilities. In terms of 
vulnerability revelation, Slither [7] still has some imperfections to be handled. Firstly, the inheritance 
property in solidity language is not completely supported. Secondly, The CFG is still constructed for 
a single function. 

To solve the problems mentioned above, we have made some extensions for the Slither tool. Firstly, 
we utilize the class hierarchy analysis technology to handle the inheritance relationship between 
contract objects, so that functions inherited from the parent classes can also be fully considered. 
Secondly, we combine the call-graph and control-flow-graph to build an ICFG for the entire contract.  

Note that Slither has provided several easy-to-use data flow analysis APIs. Our vulnerability 
identification procedure can be significantly promoted by utilizing these APIs. For example, for the 
statement in Line 26 of Figure 2, we will know that 𝑎𝑐𝑐 comes from the function parameters through 
data flow analysis APIs. Since 𝑎𝑐𝑐 lacks checks and may be any address, it is judged that there is a 
dangerous delegatecall vulnerability. 

When fetching paths on ICFG, we guarantee that each path starts from the entry node of the 
public/external function. After traversing ICFG, we can extract the vulnerable paths according to the 
pattern defined in Table 1, and save vulnerable paths to assist the succeeding dynamic fuzzing 
procedure. 
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4.1.2 Generating Initial Inputs. 

During the static analysis phase, we also generate initial transactions sequences (initial inputs). The 
initial inputs are generally composed of two main parts, one is the transactions’ order, and the other 
is the content of each transaction. 

Transactions Order. As for transaction order arrangement, we use the RAW relationship inside 
functions to generate transaction sequences. In Example 1, there is the following relationship: 

 

 
 

So the transaction order (e.g. add -> exchange) can be computed out. 

Due to each transaction must start with the public/external function and private/internal functions 
may succeed in the tail, we analyze the read/write opcodes in functions based on the ICFG. This can 
bring two benefits. Firstly, the read/write operations in private/internal functions are also taken into 
account. Secondly, the effects of public/external functions will be investigated more accurately by 
taking the call-graph into consideration. It is worth noting that the length of the transaction sequence 
will be extended indefinitely when there are loops in the RAW relationship diagram. To avoid 
unlimited extension of the transaction sequence, we will set a threshold to restrict the maximum 
length of the initial transaction sequence. The default value we set is 2. 

Transaction Content. In Ethereum, every transaction consists of two parts, namely the function 
selector and the carried parameters. A function selector is a 4-byte data, which can be obtained by 
hash operation on the function signature. For example, the function selector of 𝑎𝑑𝑑 () is 0x4f2be91f. 
The carried function parameters are also required to be fulfilled when launching a transaction. These 
parameters can be randomly attained according to the parameter type. For example, for the int256 
type, randomly choose a value from the valid domain (e.g. between -2255 and 2255 - 1 ). 

4.2 Fuzzing Loop 

During the dynamic fuzzing test phase, Beak focus on the coverage of certain execution paths that 
may contain vulnerabilities. It takes three inputs, which are vulnerable paths, initial test cases, and 
contract bytecode. Vulnerable paths and initial test cases are obtained from the static analysis phase. 
And the contract bytecode is acquired by compiling the contract source code. After the fuzzing test, 
Beak will output the detected vulnerabilities with genuine test cases. 

When building the fuzzing engine, we find that there are already quite a few fuzzers for smart 
contracts. For cutting down on unnecessary work, we utilize the existing fuzzing framework to carry 
out our work. After multiple comparisons, we finally choose ConFuzzius [17], a hybrid fuzzing tool 
for smart contracts, as our fuzzing engine infrastructure. ConFuzzius captures and saves the execution 
path through the instrumented EVM. This approach makes the instrumentation on contract bytecodes 
unnecessary and facilitates the implementation of directed grey-box fuzzing (DGF). 

To implement DGF on top of ConFuzzius, just as we have observed the standard DFG workflow (e.g. 
Algorithm 1) and the concrete practices in the real world (e.g. AFLGo [21]), some essential extensions 
are required to deliver. In general, three main obstacles must be handled when realizing the DGF 
based on common fuzzers. They are 1) How to evaluate inputs. 2) How to select inputs. 3) How to 
mutate inputs. Moreover considering the object-oriented attributes of smart contracts, we also need 
to cover the contract state space as much as possible. So we added another stage for fuzzing, named 
State Space Exploration. This phase will extensively test all functions in the smart contract in order 
to cover more contract state space. In the following sections, we will propose our methods to address 
these challenges. 
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4.2.1 Inputs Evaluation 

During the fuzzing phase, we take a transactions sequence as an input which is utilized to test contract 
bytecode deployed on the EVM. After committing the input, the corresponding execution path can 
be obtained in the instrumented EVM. Generally, the more similar the execution path is to the target 
path, the better its quality is. In our work, we use the distance metric to evaluate the similarity between 
different paths. When calculating the distance, the traditional DGF tools usually simply calculate the 
node distance [21, 24]. But regarding the characteristics of smart contracts which contain numerous 
comparisons between 32-byte integers, we also consider branch distances [34]. 

Node Distance. The node distance is calculated as follows:  

 

𝑛𝑜𝑑𝑒_𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 = Σ𝑛𝑜𝑑𝑒𝑖∈𝑃 Σ𝑛𝑜𝑑𝑒𝑙∈𝐿𝑚𝑖𝑛_𝑑𝑖𝑠 (𝑛𝑜𝑑𝑒𝑖 , 𝑛𝑜𝑑𝑒𝑙 )           (2) 

 

where 𝑃 is the nodes set in the execution path, 𝑛𝑜𝑑𝑒𝑖 is the node in 𝑃. 𝑛𝑜𝑑𝑒𝑙 is the last node in the 
marked vulnerable paths, and all last nodes are saved in 𝐿. By referring to ICFG, the node distance 
can be obtained. 

Branch Distance. The branch distance, just as the proposed calculation method in Equation 1. Note 
that the value range of 𝑏𝑟_𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 is [0, 2256). In order to normalize the value range, the following 
calculation formula is applied: 

 

𝑏𝑟_𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒′ = (log2 𝑏𝑟_𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 )/256                 (3) 

 

By doing this, the branch distance varies between [0, 1). With adding the two distance values 
mentioned above, one input can be evaluated with:  

 

𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 = 𝑛𝑜𝑑𝑒_𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 + 𝑏𝑟_𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒′                (4) 

 

A smaller 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 indicates better input quality. 

4.2.2 Inputs Selection. 

After evaluating the inputs, we need to consider how to organize these inputs and select the next input 
for testing. As for the organization of inputs, all inputs will be put into an ordered queue according to 
the calculated 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 value. When determining the next input for testing, the linear ranking 
selection method [35] is adopted. With this selection method, better inputs will be selected preferred 
and the worse inputs can also get selected with a smaller possibility. In other words, an input is 
selected with a probability that is linearly proportional to the inputs’ rank in the queue. For example, 
the worst input has a rank of 1, and the best input has a rank of N where N is the length of the inputs 
queue. The worst input is picked with a possibility of 1/(1+2+…+N), and the best input is picked with 
a possibility of N/(1+2+…+N). 

4.2.3 Inputs Mutation 

In this phase, new inputs will be generated by performing mutation operations on existing inputs. The 
inputs mutation procedure is accomplished through three steps. The first is to determine the mutations 
times (energy), namely power schedule, where the energy of each input is calculated with the 
simulated annealing algorithm [36]. The second is to extend the input. in other words, try to extend 
transaction sequences with the assistance of runtime info. Finally, according to the taint propagation 
analysis, determine which position of inputs should be intensively mutated. 

Power Schedule. The power schedule concerns about how many mutation times an input should be 
assigned. An input that is closer to the target position should be assigned more mutation chances. 
Here we refer to the most popular formula of exponential cooling schedule in simulated annealing 
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algorithms [37], which takes all inputs into account and assigns the energy of the inputs proportional 
to the input rank in the queue, can be described as follows: 

 

𝑒𝑛𝑒𝑟𝑔𝑦 = 1 + 𝐸0 · 𝛼𝑖𝑡ℎ                           (5) 

 

where 𝐸0 is the initial energy, 𝛼 is a constant and typically 0.8 <= 𝛼 <= 0.99. The 𝑖𝑡ℎ is the rank in 
the ordered inputs queue. In our experiments, 𝐸0 is set to 8, and 𝛼 is set to 0.8. 

 

 
Figure 5. Example of a member variable override. In Solidity, an uninitialized member variable 

will act as a reference to the first variable and can override other variables. After calling fun(), the 
owner is overridden to 0. 

 

Input Extension. In this step, we try to gradually expand the length of the transaction sequences. As 
we have observed, the read and write operations to contract member variables are very common. And 
some intricate vulnerabilities are usually triggered with a long transaction sequence. However, note 
that initial inputs that are created in the static analysis phase are limited in length and cannot contain 
all possible transaction sequences. The variable overrides phenomenon in smart contracts (Shown in 
Figure 5) also makes the initial inputs cannot be completely accurate. 

Therefore, it is essential to form new transaction sequences with the runtime information. To this end, 
we capture the read/write operations in the instrumented EVM for each tested input. And according 
to the RAW relationship, a new input is formed by combining two related but different inputs. 

Adaptive Mutation. In the instrumented EVM, we will record all executed instructions and operands, 
and then conduct our dynamic taint analysis based on recorded instructions trace. Note that EVM is 
a stack-based virtual machine, and all taints are distributed in stack, memory, or storage. When 
implementing the taint analysis, we adopt an array structure to track taints in the stack. And taints in 
memory and storage are tracked with the dictionary structure respectively. Each function parameter 
is regarded as a taint source and propagated according to the instruction definition described in the 
Ethereum yellow paper [1]. The taint propagation rules follow an over-tainting policy, when there is 
an operand of an instruction is marked as tainted, its output is also deemed as tainted. 

When encountering a conditional instruction (e.g., JUMPI), we will check whether its operands 
contain taint variables. The information will be memorized if a conditional instruction cannot be 
satisfied temporarily and contains taint variables. And in the subsequent inputs’ mutation phase, these 
targeted taint variables will be mutated intensively. When mutating taint variables, we also favor 
some values from the dictionary for substitute. In addition to the special values (e.g., 0, 1) we provide, 
the dictionary also owns various values from the symbolic execution engine. The symbolic execution 
engine comes with ConFuzzius, and will try to solve symbolic constraints if the code coverage cannot 
be enlarged even after looping through the inputs queue. 



International Core Journal of Engineering Volume 8 Issue 4, 2022
ISSN: 2414-1895 DOI: 10.6919/ICJE.202204_8(4).0060

 

491 

4.2.4 State Space Exploration 

In the exploration phase, Beak focuses on exploring as many contract states as possible. The reason 
why appending this phase is that smart contracts are written with an object-oriented language. 
Although Beak generates transaction sequences utilizing RAW relationships inside functions, it is 
still far enough to enumerate all possible transaction sequences. And considering that composing and 
testing lengthy transaction sequences is a time-consuming task, thus we append this phase. In this 
phase, all functions in smart contracts are tested equally. And the lengthy and complex transaction 
sequences are generated based on runtime information as the method in Section 4.2.3. 

Obviously, Beak will set a threshold and allocate two-thirds of the time budget for the exploration 
phase. As the experiments in Section 5 show, the exploration phase will powerfully expand the total 
code coverage and discover some intricate vulnerabilities. 

5. Experiments and Evaluation 

We have implemented Beak with Python language. As for the static analysis module, we initiate our 
work from Slither [7] tool. After contributing our 1000 lines of code, we realize the static 
interprocedural analysis component and constitute the initial transaction sequences for the tested 
smart contract. As for the fuzzing engine, we implemented the directed fuzzing method based on the 
prevalent fuzzer, named Confuzzius [17], with about additional 2000 lines of code.  

In the following, we conduct a series of experiments to evaluate the effectiveness and performance 
of Beak by answering the following questions: 

• RQ1: Compared with the previous Confuzzius tool, how much efficiency has Beak improved? 

• RQ2: What benefits can each component in Beak bring? i.e., distance-based inputs selection and 
taint analysis-based mutation. 

• RQ3: How effective is Beak in discovering vulnerabilities compared to the state-of-the-art tools? 

Datasets. For evaluating the performance of Beak comprehensively, we choose to execute it with 
various real-world smart contracts. However, according to our observation, the number of smart 
contracts has exceeded 2 million in January 2022 on Ethereum [29]. Considering that it is infeasible 
to test all of them, we pick 4,500 smart contracts for our experiments. 

Baselines. In our experiments, we compared Beak with existing tools, listed in Table 2. Since Beak 
derives from Confuzzius, we will make detailed comparisons with it. Likewise, we also compare 
Beak with other state-of-art tools in detecting vulnerabilities. Among these tools, Oyente [9] is a 
symbolic execution tool, ILF [19] and sFuzz [15] are implemented with the fuzzing method, and 
Confuzzius is a hybrid fuzzing tool. Nate that only Confuzzius can provide test cases for verifying 
vulnerabilities. 

 

Table 2. Tools and the detectors are in common with Beak. 

Tool Type Test Case Detectors 

OYENTE Symbolic ✘ BD RE 

SFUZZ Fuzzing ✘ BD RE UD 

ILF Fuzzing ✘ BD RE UD LE US 

CONFUZZIUS Hybrid ✔ BD RE UD LE US 

 

Configurations. In our experiments, the maximum mutation time of each input is 9, which means that 
𝐸0 is set to 8 in Equation 5. The length of initial transaction sequences is constrained to 2. We allocate 
300 seconds for every smart contract, and the last 23 of the time budget is prepared for the state 
exploration phase. 
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All experiments are conducted within the Docker containers where the Docker version is 20.10.8 and 
running on an Ubuntu 20.04.2 LTS machine with Intel(R) Xeon(R) Silver 4216 CPU @2.10GHz and 
376GB of memory. 

5.1 Compared to ConFuzzius 

We conduct experiments on ConFuzzius and Beak with 4,500 smart contracts and make the following 
comparisons. 

Vulnerability Detection. Figure 6 lists the comparison results, where we show the vulnerabilities 
detected by Beak and ConFuzzius, and their findings are organized according to vulnerability types. 
In conclusion, the number of vulnerabilities uncovered by Beak is 1,338, whereas ConFuzzius is 936. 
In other words, Beak finds 42.9% more vulnerabilities than ConFuzzius. 

 

 
Figure 6. Vulnerabilities found by Beak and ConFuzzius. The total number of different 

vulnerability types is concluded and shown under the x-tick labels. 

 

 
Figure 7. Branch coverage with time. Beak will expand its branch coverage speedily when entering 

the state exploration stage which happens at the 100th second. 

 

Branch Coverage. We also tried to compare Beak and ConFuzzius in branch coverage performance. 
Shown in Figure 7. The Beak is slightly less than ConFuzzius in branch coverage, which Beak can 
achieve 80.0% on average in whole fuzzing tasks, whereas ConFuzzius is 81.5%. The main reason 
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why Beak gains less branch coverage is that Beak pays most of its time budget on some special code 
fragments marked by the static analysis tool. 

5.2  Components Evaluation 

In this section, we will thoroughly evaluate components’ performance in Beak. 

Initial Transaction Sequence Length. Recall that, Beak also provides initial transaction sequences for 
the fuzzing engine. To evaluate how the length of initial transaction sequences contributes to 
vulnerability detection in Beak, we also conduct a series of experiments. The experimental results are 
shown in Table 3, where we can observe that Beak can reach the best performance in vulnerability 
uncovering and branch coverage when the length is set to 2. 

 

Table 3. Detection results when the length of the initial transaction sequence is set to different 
values. 

Length 1 2 3 4 5 10 

Vulnerability 1,230 1,338 1,253 1,251 1,245 1,228 

Coverage 77.8% 80.0% 78.2% 78.0% 77.5% 77.9% 

 

Distance Metric. To measure the impact of our proposed distance metric, we also perform some 
experiments when disabling this component. Note that, in these experiments, it is essential to provide 
a practical method to select inputs, and we configure the code coverage and RAW dependencies as 
our selection indicator just as the practice in ConFuzzius [17]. Without the distance metric for inputs 
selection, we can only detect 1217 vulnerabilities in total, and the number distributed in BD, RE, UD, 
LE, US is 859, 196, 52, 7, 3 respectively. Thus, the distance metric is capable to steer the fuzzer to 
dig out vulnerabilities. 

State Space Exploration. To effectively explore contract state space during fuzzing, we especially 
design an exploration phase that takes up the latter 23 of the time budget. We also evaluate the impacts 
of the exploration phase when this phase consumes different times. Thus, we bring forward variants 
of Beak, namely Beak-ae and Beak-ne, which cost all time or no time on the exploration phase 
respectively. The experimental results are shown in Table 4. We find that allocating some time budget 
for state space exploration can improve Beak’s performance significantly. 

 

Table 4. Experimental results of Beak, Beak-ae and Beak-ne. 

Tool BD RE LE US UD Total Coverage 

BEAK-ne 976 89 42 6 2 456 123 

BEAK-ae 1028 103 46 6 4 213 644 

BEAK 1051 216 60 7 4 654 649 

 

Taint Analysis-based Mutation. We adopt taint analysis to assist our mutation procedure. We also try 
to evaluate its impacts on Beak. When invalidating this component, we find that Beak will fail to find 
48 vulnerabilities. The reported vulnerabilities are distributed in Table 5. Meanwhile, average branch 
coverage will be reduced to 78.9%. The result denotes that this mutation strategy with taint analysis 
also plays an important role for Beak. 
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Table 5. Detection results without taint analysis-based mutation. The number in red denotes those 
vulnerabilities unable to exposure in this precondition. 

BD RE LE US UD Total Coverage 

1401 10 189 27 49 11 7 0 4 0 1,290 48 78.9% 

 

Static Analysis. It takes 18,717.0 seconds to complete the static analysis procedure for all 4500 smart 
contracts, which means each contract requires about 4.2 seconds. And predict there are 1,827 
vulnerabilities that belong to TD, RE, UD, LE, or US in total. 

5.3 Compared to the State-of-the-art Tools 

In this section, we make comparisons with multiple state-of-the-art tools. They are Oyente [9], sFuzz 
[15], ILF [19], Confuzzius [17] respectively. Just as Table 6 shows, Beak can find more 
vulnerabilities and at the same time get better branch coverage. 

 

Table 6. Comparisons between Beak and state-of-the-art tools in vulnerability detection and branch 
coverage. 

Tool BD RE LE US UD Total Coverage 

OYENTE 45 24 N.A N.A N.A 69 62.4% 

SFUZZ 66 47 N.A N.A 9 122 48.8% 

ILF 200 26 36 113 10 385 80.6% 

CONFUZZIUS 715 167 44 6 4 936 81.5% 

BEAK 1051 216 60 7 4 1,338 80.0% 

5.4 Threats to Validity 

False Positives. Our results may contain a few false positives in vulnerability detection. Just as some 
empirical works show [12, 13, 19], false positives also exist in fuzzing tools, although with a low 
ratio. However, we evaluated our technique on a diverse set of contracts and can reveal much more 
vulnerabilities. We, thus, believe that these experimental results help to prove Beak’s performance. 

6. Related Work 

To date, many fuzzing tools towards smart contracts have been proposed. This section surveys some 
closely related work. 

Smart Contract Fuzzing. Fuzzing tests for smart contracts have been developing broadly in recent 
years. In early practices, transaction sequences fed for the tested smart contract are rarely concerned. 
For instance, ContractFuzzer [16] only concentrates on the test for a single transaction. SmartGift [38] 
employs machine learning algorithms to extract data from a large number of transactions in the real 
world, and as a result, provides high-quality initial test cases for fuzzers ( e.g. ContractFuzzer). sFuzz 
[15] randomly composes the transaction sequence and rarely reveals complex vulnerability concealed 
in lengthy transaction sequences. The subsequent tool, Harvey [27], generates transaction sequences 
with a heuristics method, which is that when a transaction can be affected by the contract state, Harvey 
will insert additional transactions before it. The ILF [19] performs analysis on the preceding symbols 
to determine the order of transactions. Confuzzius [17] yields transaction sequences based on the 
RAW dependency relationships captured during dynamic testing. Smartian [39] arranges the 
transaction sequence by data flow analysis in runtime which is accomplished with heavy overhead. 
In addition to fuzzing for Solidity, there are also fuzzers for other smart contract languages. For 
example, HFContractFuzzer [40] can test smart contracts written in golang [41]. Another work [42] 
proposes a universal fuzzing method by converting all smart contracts into LLVM IR [43] format. 
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Smart Contract Static Analysis. Static analysis approaches for smart contracts are usually conducted 
based on abstract syntax trees [44], control flow graphs [7], or program dependency graphs [45]. 
Several practices also propose smart contracts intermediate representation (IR) for research. For 
example, Slither [7] presents SlithIR which uses static single assignment form [46]. And ZEUS [10] 
utilizes LLVM IR and has good scalability. Static analysis tools are prone to suffer from false 
positives because they rarely run the tested program. To alleviate this drawback, Securify [45] defines 
vulnerability patterns with a domain-specific language [47]. ZEUS [10] utilizes model checking 
techniques and eThor [11] uses Horn clause resolution to improve outcome accuracy. In addition, 
symbolic execution techniques are also widely utilized to boost static analysis procedures, such as 
Clairvoyance [8], GasChecker [48]. There are also some pure symbolic execution engines for smart 
contracts, such as Mythril [14], Oyente [9], Manticore [49]. 

In Beak, we overcome the false positive defects in static analysis by fuzzing test verification. And the 
symbolic execution engine is not only used to cover particular program fragments, like Driller [28], 
but also the outputs of symbolic execution solver are reserved to generate test cases. 

Directed Grey-box Fuzzing. Directed grey-box fuzzing (DGF) can serve various application scenarios 
as a newly arising technology. It is first proposed in 2016 and originally used to test specific target 
sites in C programs, just as AFLGo [21] and Hawkeye [50]. And then DGF is adopted to detect some 
special vulnerability types, such as use-after-free vulnerability in pointer usage, which is implemented 
in UAFuzz [51] and UAFL [24]. Memlock [25] is designed to detect uncontrolled memory 
consumption vulnerability. As for the fuzzers toward smart contracts, GasFuzzer [52] is specially 
designed for capturing vulnerability caused by insufficient gas. 

7. Conclusion 

We propose Beak, a directed grey-box hybrid fuzzer for smart contracts. Combined with the 
techniques in the static analysis, symbolic execution and fuzzing test, Beak can effectively and 
efficiently cover various marked execution paths and reveal concealed vulnerabilities. It is shown in 
our experiments that Beak can detect more vulnerabilities than several state-of-the-art fuzzers. 
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