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Abstract 
Image classification is an important part of image processing and has been widely used 
in various fields. Using deep neural networks developed in recent years to perform 
image classification has been proved to be efficient, which results in relatively high 
classification accuracy. However, deep neural networks are vulnerable to adversarial 
examples. These adversarial examples can interfere with the classifier by adding some 
imperceptible disturbances and finally mislead the classifiers. Predecessors have 
proposed several attack methods to craft adversarial examples. In this article, we first 
study the effectiveness of gradient-based attack methods (BIM, MI-FGSM, DI-FGSM, and 
TI-FGSM), under different perturbation and models (VGG16, ResNet18, ResNet50, 
Inception_V3, and DenseNet121). Then, we use the adversarial examples obtained in the 
first experiment (ϵ= 16) to test their transferability under different models. The results 
in the first experiment show that the effectiveness of all attack methods increases with 
the augment of perturbation 𝛜. When 𝛜 = 𝟐, ResNet18 misclassifies the most, followed 
by ResNet50 and then DenseNet121 and VGG16, while Inception_V3 misclassifies the 
least, which proves that InceptionV3 and VGG16 are less sensitive to disturbances than 
other models. Besides, in the second experiment, the results show that the success 
classification accuracy among the above five models using BIM is the highest, followed 
by MI-FGSM, DI-FGSM, and the success classification accuracy using TI-FGSM is the lowest, 
which proves that the generated adversarial example using TI-FGSM has the best 
transferability; while the generated adversarial example using BIM has the poorest 
transferability. 
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1. Introduction 

Most existing machine learning classifiers are challenged by their vulnerability to adversarial 
examples. An adversarial example[1] is a sample of input data which can misleads classifiers by 
adding small, human-imperceptible perturbations. Nowadays, machine learning systems become 
increasingly popular in various application domains, e.g., finance, self-driving cars and facial 
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recognition. However, these maliciously generated adversarial examples pose great potential security 
threats for practical machine learning applications. Therefore, the security of these systems is 
becoming an important area of research. Learning how to generate adversarial examples helps to 
identify the vulnerability of different models before they are launched and assess the robustness[2]. 
Several methods [3, 4, 5, 6, 7] have been proposed to find adversarial examples. In general, these 
attacks can be categorized into two types according to the number of steps of gradient computation, 
i.e., single-step attacks [3] and iterative attacks [4, 5, 6, 7]. (In this paper, we would focus on four 
iterative variants of gradient-based methods, i.e., BIM, MI-FGSM, DI-FGSM, TI-FGSM). 

We all know that White-box attacks require the adversary to have complete knowledge of the target 
model, whereas black-box attacks require only queries to the target model that may return complete 
or partial information. With the knowledge of the structure and parameters of a given model, methods 
can successfully generate adversarial examples in the white-box manner. Iterative attacks can achieve 
higher success rates by adding larger but human-imperceptible perturbations. However, the severe 
issue of adversarial examples today is actually their good transferability [1, 8, 9], i.e., the adversarial 
examples crafted for one model remain adversarial for others, thus making black-box attacks’ real-
world applications facing security issues. The phenomenon of transferability is due to the fact that 
different machine learning models learn similar decision boundaries around a data point, making the 
adversarial examples generated from one model also effective for others. 

Given the importance of deep learning studies in computer vision and its potential applications in real 
life, this paper demonstrates investigations in the field of adversarial attacks. This article was written 
for a broader community than machine vision, assuming that the reader has only a basic knowledge 
of deep learning and image processing. Anyway, significantly contributing technical details are also 
discussed here for interested readers. 

Deep learning is now at the heart of today's rapidly growing machine learning and artificial 
intelligence. In machine vision, it has become the main force from autonomous driving to monitoring 
and security applications. However, even though deep networks have shown phenomenally achieved 
success in dealing with complex problems, recent studies show that they are vulnerable to slight 
perturbations present in the input, leading to erroneous outputs. Such perturbations are often too small 
to be perceived by humans for pictures, but they completely fool deep learning models. Adversarial 
attacks create a series of threats to deep learning success in practice, which in turn lead a large amount 
of research in this direction. This article presents an investigation of four attack approaches to 
adversarial attacks in deep learning in the machine vision field. We each trained a network model that 
added the perturbation to the original image, making the network classification wrong. Four people 
investigated four iterative variants of gradient-based methods (BIM, MI-FGSM, DI-FGSM, TI-
FGSM) step by level, observed the difference between the attack effect and them. We review the 
study of adversarial attack design and analyze the existence of these attacks. To emphasize the 
presence of adversarial attacks in the actual places, we independently review the adversarial attacks 
in the actual scenario. Ultimately, we cite the literature to look a broader research direction. 

2. Related Work 

2.1 White-box Attack 

Traditional machine leaning algorithms are known to be vulnerable to adversarial examples. 
Therefore, we need to superimpose some subtle changes on the original data that make the machine 
learning model acceptable and invisible to the human eye, so that the machine learning model 
misjudges the input data. This is what we know as the adversarial examples [10]. In the training 
process of the deep learning model, we calculate the loss function between the predicted value and 
the real value of the input data, take reducing the value of the loss function as the optimization goal, 
call the model parameters through the chain rule in the process of back propagation, and iteratively 
update the parameters of each layer of the model. The process of generating countermeasure samples 
is very similar to the above process, The difference is that at this time, the model is our attack target, 
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the model and its parameters should be fixed, and the input data needs to be adjusted. Therefore, 
during training, we should fix the network parameters and take the input of the model as the only 
value to be updated. The adversarial examples can be divided into white-box attack [11], black-box 
attack [8] and so on according to the attack cost. Among them, the white-box attack needs to 
completely obtain the model and understand the structure of the model and the specific parameters of 
each layer. The attacker can control the input of the model and even modify the input data at the bit 
level. 

In order to find adversarial examples reliably, the fast gradient sign method (FGSM) [3] was first 
proposed to generate adversarial examples efficiently by performing a single gradient step. 
Subsequently, this method was further expanded. An iterative version is added to FGSM. The actual 
generation results show that the adversarial examples generated by this method (BIM) [4] can exist 
in the physical word. In the following research, researchers were inspired and made a great 
breakthrough to greatly improve the transferability of adversarial examples (MI-FGSM) [6]. 
Therefore, a broad class of momentum-based iterative algorithms were creatively proposed. Then, in 
order to alleviating the over-fitting phenomenon, the combination of input diversity and momentum 
is also widely used (DI-FGSM) [5]. After that, in order to generate more transferable adversarial 
examples for the defense model. [7] proposed Translation-Invariant Fast Gradient Sign Method. 

2.2 Transfer-based Attacks 

Transferability is a property that may lead some adversarial examples crafted for one model to be 
misclassified by a different model. Due to transferability between models, it is possible to leverage it 
by creating surrogate models to approximate target models and crafting adversarial examples using 
the gradient of the substitute model to perform black-box attacks. Such attacks are referred to as 
transfer-based attacks. To better perform transfer-based black-box attacks and improve transferability, 
many methods have been proposed. 

MI-FGSM. 

To address the low success rate of black-box attacks and improve the transferability of the existing 
methods as well, Dong et al.[6] introduced momentum to enhance its iterations, which resulted in 
more transferable adversarial examples. Besides, with ensemble methods in adversarial attacks, the 
adversarial examples crafted are more robust. 

DI-FGSM. 

To further improve the transferability of adversarial examples, Xie et al.[5] proposed the Diverse 
Inputs Iterative Fast Gradient Sign Method(DI-2-FGSM). Inspired by the idea of data augmentation, 
this method applies random and differentiable transformations T such as random resizing or random 
padding to the input images with probability p at each iteration. It maximizes the loss function with 
respect to these transformed inputs. With the use of this method in performing attacks, the generated 
adversarial examples avoid being overfitted and have much higher success rates on black-box models. 

TI-FGSM. 

To generate more transferable adversarial examples against the defense models, Dong et al. [7] 
proposed a translation-invariant attack method. They found that the resistance of defense models 
against transferable adversarial examples is due to the defense prediction based on different 
discriminative regions. Therefore, they tried to mitigate the effect of different discriminative areas 
between models to evade the defenses by transferable adversarial examples. 

3. Methodology 

This section describes different methods to generate adversarial examples and we call all of the 
generated images “adversarial images”. To generate the adversarial example, the objective is to 
maximize the loss  truey,rXL   for the image X , under the constraint that the generated 

adversarial example rXX adv   is visually indistinguishable from X  but fools the classifier, i.e.,
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trueadv yy  . In this paper, we use L -norm to measure the perceptibility of adversarial perturbations, 

i.e., 


r , where   is the size of adversarial perturbation. 

In the remaining of the paper we use the following notation: 

X - an image, which is typically 2-D tensor (width×height). In this paper, every input image will be 
resized by setting its height and width to 255px; and we assume that the values of the pixels are 
integer numbers in the range [0, 255]. 

truey - true label for the image X . 

 - network parameters. 

 y,XL - softmax cross-entropy loss function of the neural network, given image X  and class y . We 
intentionally omit network weights (and other parameters)   in the cost function because we 
assume they are fixed (to the value resulting from training the machine learning model) in the context 
of the paper. For neural networks with a softmax output layer, the cross-entropy cost function applied 
to integer class labels is as follow: 
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 'XClip ,X  - function which performs per-pixel clipping of the image 'X , so the result will be in L
 -neighbourhood of the source image X . The exact clipping equation is as follows: 
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where  y,xX  is the value of the image X  at coordinates (x, y). 

3.1 Fast Gradient Sign Methods (FGSM) [3] 
Is motivated by linearizing the cost function in the input space and performing one-step update as:  

 

  true
X

adv y,XLsignXX   ,                         (1) 

 

Where LX  is the gradient of the loss function w.r.t. X .  nsig  is the sign function to make the 

perturbation meet the L  norm bound. 

3.2 Basic Iterative Method (BIM) [4]  
Extends FGSM to an iterative version by iteratively applying gradient updates multiple times with a 
small step size α, which can be expressed as: 
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where ,XClip  indicates the resulting image dva
NX  are clipped within the  -ball of the original 

image X , N  is the iteration number and   is the step size.  

3.3 Momentum Iterative Fast Gradient Sign Method(MI-FGSM) [6] 
Proposes to improve the transferability of adversarial examples by integrating a momentum term into 
the iterative attack method. [7] The update procedure is: 
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Assuming that the above iteration procedure iterates the N  rounds, to satisfy the limit




XX adv , defines the step length 
N

   for each step,   is the decay coefficient of the 

momentum value g . 

3.4 Diverse Input Iterative Fast Gradient Sign Method (DI-FGSM) [5]  

Applies image transformations (.)T To the inputs with the probability p at each iteration of BIM to 
alleviate the overfitting phenomenon. After repeated experiments and comparison of experimental 
results, random resizing and random padding are finally selected to yield adversarial examples with 
the best transferability. 

The transformation probability p  controls the trade-off between success rates on white-box models 
and success rates on black-box models. In general, the updating formula of DI-FGSM is very similar 
to that of BIM with the replacement of )2.(Eq  by: 

 

   trueadv
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And the stochastic transformation function );( pXT adv
N  is: 

With probability p : 

 

 )X(T)p;X(T adv
N

adv
N  ,                                (5) 

 

With probability p1 : 

 
adv
N

adv
N X)p;X(T                                    (6) 

 

Intuitively, momentum and diverse inputs are two completely different ways to alleviate the 
overfitting phenomenon. We can combine them naturally to form a much stronger attack. Therefore, 
Momentum Diverse Inputs Iterative Fast Gradient Sign Method (M--FGSM) was creatively proposed. 
The overall updating procedure of M--FGSM is similar to M-DI-FGSM, with the only replacement 
of )3.(Eq  by: 
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Table 1. Accuracy (%) of white-box attacks with different value of  . The adversarial examples 
are crafted for VGG16, ResNet50, ResNet18, InceptionV3 and densenet121 respectively using 

BIM, MI-FSGM, DI-FGSM, TI-FGSM with different  . 

  Attack Method VGG16 ResNet50 ResNet18 InceptionV3 densenet121 

0 

BIM 73.60 77.80 71.60 78.10 78.80 

MI-FGSM 71.43 82.35 74.51 78.23 84.31 

DI-FGSM 73.27 77.38 71.29 78.11 77.23 

TI-FGSM 73.70 77.90 71.70 77.17 78.26 

1 

BIM 1.10 0.50 0.20 4.30 0.20 

MI-FGSM 1.99 0.50 0.00 7.46 0,00 

DI-FGSM 5.47 20.40 13.43 21.89 14.43 

TI-FGSM 16.4 31.90 20.90 22.83 25.00 

2 

BIM 0.30 0.00 0.00 1.80 0.00 

MI-FGSM 1.49 0.00 0.00 3.98 0.00 

DI-FGSM 0.00 1.00 0.00 3.48 0.00 

TI-FGSM 1.40 1.40 0.40 2.72 0.54 

4 

BIM 0.20 0.00 0.00 0.60 0.00 

MI-FGSM 0.00 0.00 0.00 1.49 0.00 

DI-FGSM 0.00 0.00 0.00 0.00 0.00 

TI-FGSM 0.00 0.00 0.00 1.09 0.00 

8 

BIM 0.20 0.00 0.00 0.00 0.00 

MI-FGSM 0.00 0.00 0.00 0.00 0.00 

DI-FGSM 0.00 0.00 0.00 0.00 0.00 

TI-FGSM 0.00 0.00 0.00 0.00 0.00 

16 

BIM 0.00 0.00 0.00 0.00 0.00 

MI-FGSM 0.00 0.00 0.00 0.00 0.00 

DI-FGSM 0.00 0.00 0.00 0.00 0.00 

TI-FGSM 0.00 0.00 0.00 0.00 0.00 

3.5 Translation-Invariant Fast Gradient Sign Method (TI-FGSM) [7]  

Combines FGSM with Translation-Invariant method. The translation-Invariant Attack method is 
proposed to generate adversarial examples that are less sensitive to the discriminative regions of the 
white-box model. Its loss function can be expressed as: 
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where )(, xT ji  refers to the translation operation which shifts image X  by i  and  j  pixels 

respectively, with k being the maximal numbers of pixels to shift (  k,...,,...,kj,i 0 ) and ijw  

refers to the weight for the loss )y),X(T(L trueadv
j,i . 

In order to solve the optimization problem above, calculating the gradients for 2)12( k  images is 
inevitable. However, assuming that CNNs have translation-invariant property with tiny translations, 
(𝑖. 𝑒. , 𝑘 ≤ 10), the calculation can be simplified to a huge extent ).(Eq 9 . Under this assumption, the 
models' outputs of the translated image as inputs are approximately equivalent to which of the original 
image as inputs, and so are their gradients. 
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Then, the gradients of loss function defined in )7.(Eq  can be calculated as: 
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It can also be represented by a convolution of the gradient with a kernel as: 

 

,|y,XL*W|y,XLTw
XX
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true
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where W  is the kernel matrix of    1212  kk . 

Through combining the computing approach of the gradients of loss function based on the translation-
invariant method and the fast gradient sign method, the Translation-Invariant Fast Gradient Sign 
Methods (TI-FGSM) is yielded and expressed as: 

 

  true
X

adv y,XLWsignXX    

4. Experiment and Analysis 

4.1 Experimental Settings 

The dataset we use in this experiment is the ImageNet_5000 dataset[13]. In this dataset, images 
ranging from animals to groceries are labelled. The ImageNet dataset has 1000 different class, each 
of which contains 5 images. We randomly choose 1000 images from the dataset to conduct 
experiments and resize them to 299*299 beforehand. 
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The experimental environment is Python 3.7 using Pytorch1.4.0 framework in PyCharm platform. 
During the training process, we use GPU to accelerate. 

In the first experiment, we first perform adversarial attacks using different methods with varying 
degrees of perturbation to generate adversarial examples and test their classification accuracy in 
different models. Then, in the second experiment, we use the crafted adversarial examples to attack 
VGG16, ResNet50, ResNet18, InceptionV3 and densenet121 respectively, to test the transferability 
of different attack methods. 

4.2 The Results of Different Value of   

In this section, we show the experimental results of the classification accuracy of adversarial 
examples crafted for VGG16, ResNet18, ResNet50, Inception_V3, and DenseNet121 using BIM, MI-
FGSM, DI-FGSM, and TI-FGSM respectively with different value of  .The classification accuracy 
of the generated adversarial examples decreases with the augment of perturbation  . 

We can see that the classification accuracy of the generated adversarial examples in the above 5 
models decreases with the augment of perturbation  . 

4.3 The Accuracy Results of Adversarial Examples Crafted for Different Models 

Table 2. Accuracy (%) of white-box attacks with adversarial examples crafted for different models. 

Model Attack Method 0 1 2 4 8 16 

VGG16 

BIM 73.60 1.1 0.30 0.20 0.20 0.00 

MI-FGSM 71.43 1.99 1.49 0.00 0.00 0.00 

DI-FGSM 73.27 5.47 0.00 0.00 0.00 0.00 

TI-FGSM 73.70 16.40 1.40 0.00 0.00 0.00 

ResNet50 

BIM 77.80 0.50 0.00 0.00 0.00 0.00 

MI-FGSM 82.35 0.50 0.00 0.00 0.00 0.00 

DI-FGSM 77.38 20.40 1.00 0.00 0.00 0.00 

TI-FGSM 77.90 31.90 1.40 0.00 0.00 0.00 

Resnet18 

BIM 71.60 0.20 0.00 0.00 0.00 0.00 

MI-FGSM 74.51 0.00 0.00 0.00 0.00 0.00 

DI-FGSM 71.29 13.43 0.00 0.00 0.00 0.00 

TI-FGSM 71.70 20.90 0.40 0.00 0.00 0.00 

Inception_V3 

BIM 78.10 4.30 1.80 0.60 0.00 0.00 

MI-FGSM 78.23 7.46 3.98 1.49 0.00 0.00 

DI-FGSM 78.11 21.89 3.48 0.00 0.00 0.00 

TI-FGSM 77.17 22.83 2.72 1.09 0.00 0.00 

densenet121 

BIM 78.80 0.20 0.00 0.00 0.00 0.00 

MI-FGSM 84.31 0.00 0.00 0.00 0.00 0.00 

DI-FGSM 77.23 14.43 0.00 0.00 0.00 0.00 

TI-FGSM 78.26 25.00 0.54 0.00 0.00 0.00 

 

In this section, we transpose Table 1 into Table 2 to better show the experimental results of the 
classification accuracy of adversarial examples crafted for different models(VGG16, ResNet18, 
ResNet50, Inception_V3, and DenseNet121). 



International Core Journal of Engineering Volume 8 Issue 2, 2022
ISSN: 2414-1895 DOI: 10.6919/ICJE.202202_8(2).0038

 

311 

We can see that the experimental results show that when ϵ = 0 , Densenet121 has the highest 
accuracy, followed by Inception_V3 and ResNet50, then VGG16, while ResNet18 has the lowest 
accuracy in the original ImageNet dataset. As ϵ  increases to 2, Inception_V3 has the highest 
accuracy, followed by VGG16 then DenseNet121 and ResNet50, while ResNet18 has the lowest 
accuracy. Therefore, VGG16 and Inception_V3 are less vulnerable to perturbation in general. 

4.4 Transferability Results 

In this section, we use the adversarial examples crafted in the first experiment using BIM, MI-FSGM, 
DI-FGSM and TI-FGSM ( 16 ) to test the transferability of each attack methods. The success rates 
of black box attacks and white box attacks are in Table 3 where the diagonal blocks indicate white-
box attacks and off-diagonal blocks indicate black-box attacks. We list the models we attack on in 
rows, and models we test on in columns. 

Comparing the success rates of different attack methods in Table 3, we can see that the generated 
adversarial examples using TI-FGSM is misclassified the most by all five models, followed by which 
using DI-FGSM and then MI-FGSM, while using BIM generates adversarial examples that 
misclassify the least in all five models VGG16, ResNet50, ResNet18, InceptionV3 and densenet121. 
It therefore proves that, the generated adversarial example using TI-FGSM is the least sensitive to the 
white-box model being attacked and has the best transferability; while the generated adversarial 
example using BIM is the most sensitive to the white-box model being attacked and has the poorest 
transferability. 
 

Table 3. The success classification rates of adversarial examples against different models. 

Model Attack Method VGG16 ResNet50 ResNet18 InceptionV3 Densenet121 

BIM 

VGG16 11.70% 5.70% 11.70% 17.60% 21.90% 

ResNet50 11.10% 4.90% 10.90% 17.30% 19.50% 

Resnet18 10.90% 4.70% 9.70% 16.80% 18.30% 

Inception_V3 11.90% 6.10% 11.20% 16.60% 20.80% 

densenet121 10.20% 5.20% 10.00% 16.90% 17.90% 

MI-FGSM 

VGG16 9.80% 4.10% 8.60% 16.10% 18.70% 

ResNet50 9.30% 3.50% 6.60% 14.40% 15.00% 

Resnet18 7.20% 3.30% 7.20% 14.40% 15.90% 

Inception_V3 8.80% 5.10% 9.10% 15.10% 17.10% 

densenet121 7.50% 4.00% 7.70% 13.10% 15.80% 

DI-FGSM 

VGG16 4.30% 2.50% 5.30% 12.80% 14.10% 

ResNet50 3.10% 1.90% 3.10% 11.70% 11.20% 

Resnet18 3.80% 1.90% 2.60% 11.70% 12.30% 

Inception_V3 6.00% 3.30% 6.50% 13.90% 14.20% 

densenet121 3.90% 2.20% 5.10% 12.00% 10.4^ 

TI-FGSM 

VGG16 2.80% 1.70% 3.40% 11.60% 11.00% 

ResNet50 1.80% 1.40% 2.90% 9.70% 8.00% 

Resnet18 1.70% 1.20% 1.40% 10.00% 9.20% 

Inception_V3 4.80% 2.50% 5.70% 12.10% 12.00% 

densenet121 2.20% 1.50% 3.30% 11.10% 8.90% 
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5. Conclusion 

In this article, we first examine the effectiveness of several gradient-based attack methods (BIM, MI-
FGSM, DI-FGSM, and TI-FGSM) by comparing classification accuracy of the generated adversarial 
examples under attacks using the four attack methods with different perturbation and models (VGG16, 
ResNet18, ResNet50, Inception_V3, and DenseNet121). The results show that the classification 
accuracy of all five models decreases with the augment of  , which leads to the conclusion that the 
four attack methods are more effective as perturbation   increases. In addition, when 2 , 
ResNet18 misclassifies the most, followed by ResNet50 and then DenseNet121 and VGG16, while 
Inception_V3 misclassifies the least, which proves that InceptionV3 and VGG16 are less sensitive to 
disturbances than other models. Subsequently, we use the adversarial examples crafted above ( 16 ) 
to test their transferability under different models. The experimental results show that among the 
above five models, the success classification accuracy using BIM is the highest, followed by MI-
FGSM, DI-FGSM, and the success classification accuracy using TI-FGSM is the lowest. Therefore, 
the generated adversarial example using TI-FGSM has the best transferability; while the generated 
adversarial example using BIM has the poorest transferability. 
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