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Abstract 

In order to improve the speed and energy efficiency of running convolutional neural 
networks (CNN) on current hardware devices, a pipeline parallel acceleration scheme 
based on field programmable gate array (FPGA) is proposed for mainstream 
convolutional neural networks, and the design optimizes data storage Module, 
convolution calculation module, pooling module and fully connected module, combined 
with high-level synthesis technology to construct the basic unit of convolutional neural 
network based on FPGA. In order to reduce the hardware overhead of the acceleration 
system, on the premise that the accuracy loss of the convolutional neural network is 
small, the 8-16-bit dynamic fixed-point design is adopted, and the performance-
optimized convolutional neural network hardware structure is realized with limited 
hardware resources to improve calculation The development cycle is shortened at the 
same time of efficiency. The system test uses the MNIST data set. The experimental 
results show that the convolutional neural network FPGA acceleration proposed in this 
article has a faster recognition effect, and the solution can provide better performance 
with less resources and power consumption, while being efficient The use of hardware 
resources on FPGA. 
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1. Introduction 

In recent years, convolutional neural networks(CNN) have been widely used in many applications 

such as image recognition and object detection, and their accuracy in image processing is far superior 

to other machine learning technologies. However, as the network depth continues to deepen and the 

network structure continues to become more complex, the resulting problems such as lower 

computational efficiency and higher power consumption have caused people to focus on designing 

dedicated hardware to accelerate the calculation of CNN [1]. For convolution calculations, FPGAs 

can be flexibly configured and have a fast iteration cycle. Coupled with software and hardware 

cooperation to execute CNN networks, it can greatly improve computational efficiency and reduce 

energy consumption. The current research is mainly aimed at the design and optimization of terminal 

inference calculations. For example, the Roofline model proposed by Zhang et al. at the FPGA 

conference to optimize the utilization of FPGA resources [2], Ma et al. at the ACM conference 

proposed to optimize loop operations and data flow for CNN acceleration [3], and the Eyeeriss team 

proposed a new data flow structure. In order to improve the parallelism [4], at the same time, Meloni 

et al. proposed NEURAGHE software and hardware collaboration to accelerate CNN network 

computing [5]. These studies put forward various technologies mainly to maximize the utilization of 

computing units and the reuse rate of cached data, reduce frequent data transmission between the 
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system and the memory, so as to achieve the improvement of computing performance and energy 

efficiency. 

In a work on the implementation of CNN on CPU and GPU, we can clearly see that in the process of 

forward propagation of the entire CNN network, the proportion of time consumed by the 

convolutional layer is very high [4], so Our primary goal is to optimize and accelerate the convolution 

operation. Stylianos et al. proposed a framework based on the SDF calculation model [6]. We 

borrowed the SDF model from the classic CNN network Lenet used to recognize the handwritten 

digit set MNIST. -5 is implemented on the FPGA development board as an example. This method is 

not limited to only implementing CNN with a fixed structure. We can dynamically adjust the network 

structure and parameters by using IP core interconnection and data flow, which has strong flexibility 

and Versatility. 

2. Convolutional Neural Networks 

Convolutional neural network (CNN) was first inspired by neuroscience research. After more than 

two decades of development, CNN has obtained more and more results in research fields, such as 

computer vision, AI. As a classic supervised learning algorithm, CNN The feedforward process and 

backward path for recognition are used for training. In industrial practice, many application designers 

are training CNN offline, and use the trained CNN to perform time-sensitive work. So the feedforward 

speed calculation is Most importantly. In this work, we focus on accelerating the design of FPGA-

based feedforward computing accelerators. 

CNN is a neural network structure based on multi-layer perceptrons. A typical CNN model consists 

of an input layer, a convolutional layer, a fully connected layer, an output layer and a classification 

layer, as shown in Figure 1. The image data is read by the input layer. The convolutional layer 

generates multiple feature maps by convolution with the input map through multiple convolution 

kernels, and then extracts the feature map information by the dimensionality reduction of the pooling 

layer. After several convolutional layers, the feature map is expanded into a vector, and input For the 

fully connected layer, the output is obtained through the matrix operation of the fully connected layer 

and the output layer, and then the classification probability output is obtained through the Softmax 

classification layer. 

 

Figure 1. Typical CNN model 

 

This article chooses the LeNet-5 network in the convolutional neural network as an example. LeNet-

5 is a convolutional neural network designed by YannLeCun for handwritten digit recognition in 1998 

[7]. It is the most representative experiment in the early convolutional neural network. One of the 

systems. LenNet-5 has 7 layers, mainly 2 convolutional layers, 2 down-sampling layers (pooling 

layer), 3 fully connected layers and 3 connection methods. The network structure is shown in Figure 

2. 
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Figure 2. Lenet-5 network structure 

 

3. FPGA Accelerator Design 

3.1 Overall Framework 

The design platform we use is the PYNQ-Z1 development board developed by Xilinx. The 

programmable chip is zynq7020. The resources on this chip are relatively sufficient. It has 53,200 

LUTs, 4.9MB (280 18kb blocks) BRAM and 220 DSPs (18 ×25MACC). And dual-core ARM Cortex-

A9, which can realize software and hardware logic co-design. The Lenet-5 CNN network 

implemented on this platform can be roughly divided into two parts: CPU ARM processor end and 

hardware logic unit end. Specific work The process is roughly as follows: One of the MCUs on the 

CPU ARM processor side is configured to receive the image tensor of the input MNIST data set, 

transmit it to the DDR memory and output the classification result of the MNIST data set; the DDR 

memory is configured to input the MNIST data The image tensor of the set, output the classification 

results of the MNIST data set and the trained model parameters for storage; another MCU is 

configured to execute the DMA driver to control the scheduling of the image tensor of the MNIST 

data set stored in the DDR memory and the training The good model parameters are transmitted to 

the on-chip BRAM of the FPGA, and the classification results of the control output MNIST data set 

are stored in the DDR memory. In the DMA, the data stream is transmitted with the largest possible 

throughput through the AXI4-Streaming protocol, and the AXI DMA supports each The throughput 

of one data word in a clock cycle. 

3.2 Data Quantification 

In order to reduce the resource consumption of FPGA during calculation, under the premise that the 

recognition accuracy of the network model remains the same or slightly decreases, data quantification 

is generally used to reduce the data bit width during network model calculation. 

The traditional convolutional neural network model obtains 32-bit floating-point data during the 

training process of CPU and GPU, but in the testing or classification stage, such high precision is not 

required. FPGA convolutional neural network accelerator design The goal is to achieve the best 

accuracy with the highest performance. In the work of Zhang et al.[8], the implementation model uses 

32-bit floating-point data for calculation. However, on FPGA, the efficiency of realizing fixed-point 

arithmetic is higher than that of floating-point arithmetic. More. On the premise of not affecting the 

accuracy as much as possible, if the network is quantified, fixed-point arithmetic is used instead of 

floating-point arithmetic, which directly reduces storage requirements and the energy consumed by 

storage transmission, thereby improving the performance of the accelerator. Accuracy often depends 

on the accuracy parameters used to represent the feature map and training parameters, and reasonable 

quantization parameters are needed to ensure the network accuracy after the model is quantized. 

For the traditional static fixed-point scheme, it can only meet most of the weight range, while the 

dynamic fixed-point scheme can meet the accuracy requirements of different network layers by 

adjusting the data format. In the dynamic fixed-point scheme, every number can be used Equation 

means: 
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In the formula, S represents the sign bit, f represents the order code, B represents the quantized bit 

width length, and x represents the mantissa part. The highest bit of the fixed-point number xfixed is the 

sign bit. 

Since the quantization parameters of each network layer in the dynamic fixed point are different, 

especially for the case of inter-layer module reuse, when using the HLS tool to design the network 

layer accelerator, it is necessary to introduce quantization parameters <Bin, Bout, Bw, Fin, Fout, Fw> to 

adapt to various quantization configurations. <Bin, Bout, Bw> represents the input set, output set, and 

the required bit width of the weight set. <Fin, Fout, Fw> represents the input set, output set, The number 

of decimal places required for the weight set. 

After completing the training, the network needs to be quantified to obtain the quantization 

parameters, and the optimal quantization parameters are selected according to the changes in the 

network accuracy. When selecting the quantization parameters, the conditions of formula (9) should 

be met: 

 

Among them, R is the fixed-point data obtained during training, and RB, F are the fixed-point formats 

under given conditions. 

3.3 Cache Structure 

Under the influence of the bandwidth bottleneck, the acceleration performance of the entire hardware 

platform is mainly limited by the efficiency of data access. In order to effectively control the memory 

access of the data stream, buffering technology will be used to increase bandwidth utilization [9]. The 

buffering method of ping-pong operation is to use two data memories, first store the data in the first 

data buffer, when the first data buffer is full, the data will be converted to the second data buffer for 

storage, and at the same time Read the data in the first data buffer. This method effectively changes 

the single-channel data transmission to the dual-channel data stream transmission. After the data 

stream is buffered, it is continuously passed to the data processing module. This will cause the data 

transmission time and the data operation time to overlap to offset most of the data. Time [10]. In order 

to improve the throughput efficiency of the accelerator system, an image input buffer and a weight 

input buffer are set in the on-chip input buffer, as well as a result output buffer. The function of the 

input buffer is to load the required data and required parameters from the external memory DDR, and 

the function of the output buffer is to output the stored operation result to the external memory DDR 

or apply it to the calculation unit. The cache structure performs data exchange according to the DMA 

method. The input images, weights, and output calculation results in this article all use the ping-pong 

buffer method as shown in Figure 3. The two data buffer modules cooperate with each other through 

a two-select-one multiplexer, so that data can be sequentially loaded into the computing unit without 

pause, and the computing unit can be in the computing state all the time, so as to make full use of the 

limited computing resources. 

3.4 Convolution Accelerator Design 

Among the various layers of the network, the convolutional layer requires the most multiplication 

and addition operations, and is also the most time-consuming operation. In order to ensure that the 

convolutional layer can output a point of the feature map in each clock cycle, the following points 

need to be done for the convolutional layer: 

(1) Continue to split a single convolution operation to achieve parallelization, so that a single 

convolution operation can output a point in each clock cycle. 

(2) Parallel multiple convolution operations in the same layer, so that multiple feature maps of the 

layer can be flowed out at the same time within a given 28×28 clock cycle. 
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Aiming at the first point, the convolution operation unit (CCU) is first designed according to the 

characteristics of the data flow of the hardware circuit, so that the entire 5×5 size convolution 

operation can be completed in a single FPGA cycle, a 5×5 size convolution operation It is equivalent 

to 25 multiplications and 24 additions, and the FPGA can complete the task that the CPU can complete 

in 49 cycles in one cycle, and achieves a 49-fold acceleration on the basis of a single convolution 

operation. 

FPGA is actually a way to use resources (Resource) or space (Space) in exchange for time. In a single 

cycle (Cycle), because the data flows through the circuit, each calculation unit in the circuit performs 

an operation. When the pipeline is deeper and the number of calculation units increases, it is 

equivalent to the amount of calculation in a single cycle. The greater the amount of calculation, the 

better the acceleration effect. 

The acceleration of a single convolution operation is actually a convolution operation unit designed 

with 5×5 multipliers and adders. For display convenience, the convolution circuit design of 3×3 size 

is shown in Figure 3. 

 

 

Figure 3. Convolution circuit design 

 

The left area in Figure 3 is the input data preprocessing area. After 28 cycles, a row will be filled, and 

the data of the row will move upward as a whole. In these 28 cycles, the row of the calculation part 

will move forward by one step. That is to say, a 3×3 convolution operation will be performed every 

other clock cycle. In the above circuit, it uses 9 multipliers and 8 adders. 

For the second point, for the first convolutional layer of the model in this article, there are 3 kernels, 

so it is necessary to perform 3 convolution operations on the same 5×5 part of the same input image. 

For the first layer, since there is only one input, each kernel can share the circuit on the left side of 

Figure 4, and each kernel uses the similar circuit on the right side of Figure 4, but the value of the 

weight is different. For the second layer, it is similar to the first layer, except that the number of inputs 

becomes 3 and the number of kernels becomes 6, so 18 convolution operation circuits are required. 

Through the above design, it is ensured that in each clock cycle, each layer can output the value of a 

certain pixel in the relevant feature map, that is, every 28×28 clock cycles can get an image on the 

layer. Output the result. 
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4. Experimental Results and Analysis 

In Vivado HLS, we first use the test platform to design a C test program to verify the accuracy of the 

input and output of each layer of the Lenet-5 network and the correctness of the input and output of 

the entire Lenet-5 network; in Vivado, we encapsulate the entire SDFG Into an IP core, and verify 

the feasibility, synthesize the bitstream through Vivado and download it to the PYNQ development 

board through Jupyter Notebook, and deploy the program in Jupyter Notebook to complete the test 

of the entire project. In the specific program, load the pre-trained model And transfer the parameters 

to compare the time used by the FPGA network model in the entire running process of data processing 

and the time used by the on-chip ARM CPU network model to process the data during the entire 

running process, and visualize the time loss and classification accuracy rate, which is convenient for 

evaluation and analysis. The following aspects are used to evaluate our work and follow-up directions. 

4.1 Resource Usage 

After this design has been synthesized and placed and routed, the resource usage given by Vivado 

2019.1 is shown in Table 1. The figure shows the resource usage of the LeNet-5 model in the MNIST 

data set and the FPGA resource usage. Through the FPGA resource usage The analysis can show that 

BRAM, LUT and DSP48 multipliers are the resources that are relatively large in this design. Because 

the method used in this article is to put all the weight parameters in the on-chip BRAM, the value of 

the feature map is stored in the LUT-based storage module Above, so the resource utilization rate for 

BRAM and LUT is very high. For the multiplication part of the arithmetic logic all used DSP 

resources. It can be seen that the design has a very high utilization rate of resources. 

 

Table 1. FPGA resource consumption 

NAME BRAM_18K DSP48E REGISTERS LUT 

TOTAL 268 93 14685 46545 

AVAILABLE 280 220 106400 53200 

UTILIZATION(%) 95 42 13 87 

 

4.2 Performance Analysis 

Table 2 shows the results of comparing the performance of CNN in FPGA with Intel Core i5 CPU 

and NVIDIA UeForce UTX 960 UPU. The convolutional neural network based on FPGA optimized 

design requires much less time than the CPU to process a single image, which is equivalent The speed 

of the GPU. GPU power consumption is more than 30 times that of the design in this article. 

 

Table 2. Performance evaluation of different hardware platforms 

Platform CPU GPU FPGA 

Time / ms 254.5 49.6 59.4 

Power / W 30 132 4.2 

 

5. Conclusion 

In order to solve the problem of limited resources and excessive power consumption for implementing 

convolutional neural networks on hardware devices, this paper proposes a convolutional neural 

network accelerator architecture based on pipeline architecture. This architecture designs 

convolutional computing strategies for the structure of CNN networks, and The network parameters 

are quantified on the FPGA platform, which solves the problem of convolutional neural networks 

requiring a large amount of FPGA resources for calculation. In order to optimize the memory, this 

paper proposes a working method of input and output of each layer of CNN. The IP of each layer 
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follows the pipeline This method greatly improves the efficiency of data interaction. This design 

implements LeNet-5 on xc7z020. The experimental results show that compared with the 

implementation of LeNet-5 on CPU, GPU and other FPGA platforms, the method proposed in this 

paper maintains accuracy It saves resources and reduces power consumption, which is of great 

significance for the acceleration of convolutional neural networks on platforms with limited resources 

and power consumption. 

In the next step, other calculations in the CNN network can be optimized and designed, such as data 

reorganization, pooling, and other activation functions other than ReLU calculations. At the same 

time, BRAM resources can be further added to other FPGA development boards to improve the on-

chip cache Data reuse rate. 
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